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Abstract

In an agentic AI loop, a generator proposes a change, an evaluator accepts or
rejects it, the accepted change is applied, and the cycle repeats. The loop usually
cannot see the true quality of what it produces, so practitioners often give it a
fixed budget of rounds, and the loop continues to run even after it has stopped
improving. In this paper, we study what a quality-blind detector that sees only the
artifact and the evaluator’s accept or reject decision can conclude about whether
a loop has settled, and propose a stopping algorithm that detects the settling. We
first show that no such detector can tell whether the quality is rising or falling,
and the most it can claim is a bound on how much the quality could still change,
in terms of how much the artifact keeps changing. To measure that change, we
hash any artifact into a sketch whose update across a round is the round’s edit. On
the path of those sketches, the coherence measures the share of the magnitude of
the recent updates that carries the artifact a net distance. Once a loop has settled,
its successive edits no longer change the artifact in a common direction, and we
derive the value that the coherence takes at that point, as a closed-form function
of the algorithm’s decay setting. Our algorithm, named LOOPSTOP, scores each
change by how far its coherence falls below that value and accumulates the scores
over the rounds that changed the artifact. A rejected round enters the sum as
a change of magnitude zero, so a loop whose evaluator has stopped accepting is
covered by the same accumulation. Our evaluation shows that LOOPSTOP delivers
8.3% higher quality than the next best adaptive baseline on average across multiple
families of loops, at approximately 50% fewer rounds.

1 Introduction

Language model agents nowadays can improve their own work in a loop, where a generator offers
a proposal and an evaluator judges it. Then, the accepted change by the evaluator is applied to the
artifact before the cycle repeats [25], where the artifact is the object that the loop improves, e.g.,
files, numerical parameters, etc. Designing such loops has become its own practice [35], which is
sometimes referred to as loop engineering [29]. A challenge is that the true quality of the artifact is
usually not known to the loop, as a coding agent typically does not have access to hidden test suites
or real-world deployment results at development time, and an agent tuning a controller rarely knows
the real cost of the drive, for instance.

In current practice, the harness, which is the program that runs the agent, usually gives the loop a
fixed budget of rounds that may be pre-specified by the user, and all the rounds run without knowing
whether they actually improve the artifact. Recent works suggest that the quality that a generator-
evaluator cascade can reach depends on the evaluator’s judgment that decides what updates made
by the generator are kept [2, 12]. When using self-correction, the loop stalls when a model cannot
verify its own reasoning [15, 19, 39]. It has also been shown that most of a repair loop’s gain arrives
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early [3, 17], and coding agents that have reached the right code can continue and overwrite it [20].
A research gap is that the round at which a loop has settled, meaning that its true quality has stopped
rising, has not been measured. We therefore ask the following question in this paper:

Can a detector tell whether a loop has settled from the artifact and the evaluator’s
accept or reject decision alone, without knowing the true quality of the artifact?

The problem is hard because nothing inside the loop has information about the hidden true quality, so
the artifacts come from a process that could behave identically under a completely different quality
function. Change in the artifact is therefore not always evidence of progress. Moreover, a detection
rule that fits a single kind of evaluator can fail under some other evaluator. For instance, a naive rule
that counts consecutive rejections works only with an evaluator that rejects, whereas loops with an
inspector that names a problem instead of rejecting the update would reject nothing. We make the
following contributions in this paper.

Impossibility result for quality-blind detection (Theorem 1). A detector is quality-blind when
it sees the artifacts and the evaluator’s accept or reject decisions but not the true quality. We show
that no such detector can tell the sign of the quality change, and the most it can claim is a bound
on the magnitude of change. With an assumption that the quality is Lipschitz in a distance between
artifacts, so that a small edit changes the quality by at most a proportional amount, we turn that claim
into a bound on the distance between the artifacts. With each artifact mapped to a sketch vector,
stopping becomes the question of whether the artifact path, which accumulates those updates, still
has a common direction, i.e., whether its consecutive updates still share a direction.

Novel quality-blind stopping algorithm LOOPSTOP (Algorithm 1, Theorems 2 and 3). We
propose an online algorithm that stops a loop based on the artifact path and the evaluator’s decision
alone. Our proposed sketch turns text, structured data, and numerical parameters in the artifact into
vectors whose difference across a round is exactly that round’s edit. On the path of sketches, the
coherence of the recent updates has a closed-form value when the updates share no direction, and
its excess above that value is used to derive the signal-to-noise ratio of the updates. We bound the
probability that the accumulated scores stop a loop whose signal-to-noise ratio is above a threshold,
and their delay once the updates have stopped sharing a direction.

Extensive evaluations across 5 benchmarks. We evaluate LOOPSTOP across a set of benchmarks
with varying difficulties, showing that LOOPSTOP performs well for different types of tasks and
provides approximately 8% quality improvement on average across all benchmarks while reducing
the rounds used by approximately 50% compared to the next highest quality baseline.

Related work. Studies of self-improvement and coding-agent trajectories, which find that failed
trajectories repeat the same actions and overwrite correct code [4, 20, 26, 47], score completed
trajectories with the true quality after the fact. Deployed agent frameworks run a loop to its budget
[41, 43, 46], or stop it on repeated actions and errors after a number of rounds that is set by hand
[28]. Stopping rules for a loop in progress mostly rely on a verifier that observes the quality at every
round [11, 34], the model’s own verdict or confidence [5, 21], a judge over the transcript [31], or
telemetry from earlier episodes [8]. The exception is semantic early stopping [38], which thresholds
the distance between consecutive drafts under a model embedding at a threshold tuned on held-out
runs. None of these works derives its stopping threshold from the settled value of a path statistic
instead of tuning it, and none states what the artifact path and the evaluator’s decisions alone can
establish. An extended related work discussion is in Appendix A.

2 What a Quality-Blind Detector Can Conclude

We index the rounds in a loop by t = 0, 1, . . . , T − 1. Round 0 makes the first attempt, and every
later round draws a proposal from the generator and either applies it or not. Let At ∈ {0, 1} equal
1 when the change was applied, and ξt denote the artifact that round t starts from. Round t then
leaves the artifact ξt+1, where a rejected round leaves ξt+1 = ξt. A loop is a single pass of this
cycle on a single task, and its trajectory is the sequence of artifacts and decisions that it leaves. The
evaluator either accepts or rejects each proposal, or acts as an inspector and names a problem for the
generator to fix. In the case of an inspector, every change is applied and At = 1 at every round t.
Let q ∈ [0, 1] denote the true quality of an artifact, and ∆t,W = q(ξt+W )− q(ξt) denote the change
in quality over the W rounds after round t, for t+W ≤ T .
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Assumption 1 (what the detector sees). The loop never consults q. A detector run at the end of
round t is a function of ξ0, . . . , ξt+1 and A0, . . . , At alone, and it receives no value of q at any
round and no other input that depends on q either.
Assumption 1 describes a deployed loop, whose harness has the artifact and the evaluator’s decisions
but not the true quality score that the loop is meant to raise. Appendix B lists the mathematical
notations, and full proofs of all the theorems are in Appendix C.
Theorem 1 (no quality-blind detector can favor an increase in quality over a decrease). Let P and
P′ denote the distributions of the loop scored by q and of the same loop scored by 1 − q, and let
∆′t,W = (1 − q)(ξt+W ) − (1 − q)(ξt) denote the change in quality of the second loop. Then
P′(C) = P(C) for every event C that is a statement about ξ0, . . . , ξT and A0, . . . , AT−1 alone, and
for every ζ > 0 and every such C with P(C) > 0,

P′(∆′t,W > ζ | C) = P(∆t,W < −ζ | C).

This holds because replacing q by 1 − q leaves the distribution of the observations unchanged and
negates ∆t,W . Intuitively, for any given quality definition, one can define the quality in the opposite
way so that the same path of artifacts and decisions is consistent with a quality that increases and
with one that decreases. Therefore, a quality-blind detector can at most conclude that the quality
has stopped changing. This is why LOOPSTOP detects settling, which is when the artifact stops
changing. The direction of that change is set by the evaluator, whose accepted improvements raise
the quality, although the detector cannot infer it.
Assumption 2 (the quality is Lipschitz in a distance between artifacts). There is a distance d be-
tween artifacts and a constant L < ∞ with |q(ξ)− q(ξ′)| ≤ Ld(ξ, ξ′) for all artifacts ξ, ξ′.
On a single loop producing finitely many artifacts, Assumption 2 holds with L being the largest
of the finitely many ratios |q(ξt) − q(ξt′)|/d(ξt, ξt′) for d(ξt, ξt′) > 0. Let d be the magnitude of
the difference of the sketch vectors (defined in Section 3.1), and the updates be independent with a
common distribution of finite variance. Under Assumption 2, the expected magnitude of the change
in quality ∆t,W is then at most L times the root mean squared magnitude of the sum of the W
updates after round t (see Appendix D for details).

3 LOOPSTOP

3.1 Sketch of the Artifact

Requirements for the sketch. Let S(ξ) ∈ Rm denote the sketch of an artifact ξ, defined below,
which is a vector with a dimension m fixed before the loop starts and its m coordinates indexed
by r = 1, . . . ,m. Let ut ∈ Rm denote the update of round t, defined in (1) below, which is the
difference S(ξt+1)− S(ξt) plus a term for any text carried elsewhere within the artifact, and is zero
when the round is rejected. The path is the sequence x0, x1, . . . of the accumulated updates, xt =∑︁

s<t us, i.e., the trajectory of Section 2 mapped into Rm without the decisions. The magnitude
of a vector is its Euclidean norm, e.g., ∥ut∥ for an update. The distance between two artifacts is
the magnitude ∥S(ξ) − S(ξ′)∥ of the difference of their sketches, which is the d of Assumption 2,
and it is at most the magnitude of the sum of the updates between them, with equality when no text
was carried elsewhere. The sketch cuts an artifact into parts, each of which is a name paired with
a quantity. The name identifies a piece of the artifact, e.g., a token of a text, the key of a value in
structured data, or the index of an entry of a parameter vector, and the quantity is how much of that
piece is held by the artifact. The sketch needs to meet the following requirements so that it is usable
for quality-blind detection.

R1: The sketch vector has a fixed dimension m independent of which names the loop will produce.
A vector that grows in dimension as later rounds bring tokens and parameter names would
put early and late updates in spaces of different dimensions, which cannot be compared.

R2: A part that the round did not touch contributes nothing to the update. Otherwise the same edit
made to two different artifacts would give two different updates, and computing an update
would cost a pass over the entire artifact.

R3: The update tracks how much the artifact changed. The common direction of the path is
measured against the scatter of its updates, so a single-line fix and a rewrite of the whole
artifact should give updates of different magnitudes. A change of the same relative size has to
count the same, e.g., doubling 0.5 and doubling 50 should give updates of equal magnitude.
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1 cut into parts

def f(x):

  return x+1
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def 1 f 1 ( 1
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return 1 + 1 1 1
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x occurs twice,
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2 hash every name, once per loop
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x −

return +

+ −
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2 +
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opposite signs
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3 add σ(ω) ¢quantity at h(ω)

S(P) =∑
ω
σ(ω) vω eh(ω)

0 1 2 3 4 5 6 7 8 9

S(Pt)

coordinate 4: return (+1) and + (−1)
cancel, mean of the collision is 0

coordinate 0: x, quantity 2, sign −

collisions cancel on average

4 the update is the edit

replacing a part

return x+1 ! return x+2

1 removed 2 added

ut

the other eight names cancel

carrying a block

A ; B ! B ; A

nothing added, nothing removed

ut

the carried parts, hashed with the round index

Figure 1: The four stages of a sketch. Parts are cut from the artifact, each name is hashed to a
coordinate of the sketch and a sign, the signed quantities are added into those coordinates (the bars),
and the update keeps only the edit.

Following these requirements, we describe the design of LOOPSTOP’s sketch next.

The parts. The type of a component in the artifact decides how it is partitioned into parts. Text
is partitioned into sequences of n consecutive tokens, with a token being a word or a symbol, each
distinct sequence carrying as its quantity how many times it occurs. A scalar or a vector of scalars is
partitioned into its entries, each carrying sign(v) log(1 + |v|/s) for the value v of the entry, where s
is the magnitude of that entry at the start of the loop, or s = 1 if the magnitude is zero. A relative
change of a given amount is then the same distance for every entry, since going from s to 2s adds
log 3 − log 2 regardless of what s is, which is what R3 requires. Structured data is partitioned into
the parts of its innermost values, with each name prefixed by the keys that lead to the value, e.g.,
the depth value 3 in {"model":{"depth":3}} is a part named model/depth. Names come from
content instead of position, to meet R2 since a line index changes for every line below an insertion.

The sketch. Figure 1 shows the construction. A hash function H is a pseudo-random map from
strings to integers whose seed is drawn once at the start of the loop. Its bits above the lowest give
the coordinate h(ω) = ⌊H(ω)/2⌋ mod m of the sketch into which a name ω is hashed, and its
lowest bit gives the sign σ(ω), as in signed feature hashing [42]. The sign makes two names that
share a coordinate cancel on average instead of accumulating, so the sketched inner products are
unbiased and their variance falls as 1/m (see Appendix E). Hashing needs no vocabulary and fixes
m in advance, which is what R1 requires. Let Pt denote the set of parts of the artifact ξt, in which
each name occurs once. The sketch of a set of parts P is S(P ) =

∑︁
(ω,v)∈P σ(ω) v eh(ω), with er

the unit vector of coordinate r, and S(ξt) = S(Pt). The sketch is linear in the quantities, so a name
whose quantity is the same in both artifacts cancels in the difference S(Pt+1)− S(Pt). The update
of round t is defined as

ut = S(added)− S(removed) + St(carried elsewhere), (1)

where the first two arguments are the names whose quantity round t raised or lowered, each paired
with the size of the change, the third is the parts that the round carried elsewhere, and St is the
sketch taken under names with the round index t appended. The first two terms are the difference
of the two sketches, at the cost of a single pass over the edit, which is what R2 requires. For text
the update is divided by the square root of the mean number of parts of the two artifacts, which is
the magnitude that the sketch of either artifact would have if every quantity were 1 and no names
collided. An update’s magnitude is then relative to the size of the artifact, which is what R3 requires.

Recording a block carried elsewhere in the third term of (1). A round that only carries a block
of text to another place leaves the quantity of every part unchanged, so the first two terms are zero.
A version control diff, e.g., the output of git diff, aligns the two artifacts, and a name in both its
deleted and its inserted list is carried, with the smaller of its two counts as its quantity. The third
term hashes the carried parts under names with the round index appended, so that the carried blocks
of different rounds fall in unrelated coordinates. A carried block then adds to the magnitude of its
round’s update and shares no direction with any other round.
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3.2 The Coherence of the Artifact Path and Its Settled Value

The updates of Section 3.1 turn the question of loop settling detection into whether the recent updates
still share a direction, i.e., have positive inner products, so that each update keeps part of the change
of the updates before it. An improving loop builds on its earlier edits, so the magnitude of the sum
of its updates grows with the number of updates. The edits of a settled loop, in contrast, undo each
other or scatter over unrelated parts, so the sum of its updates has a small magnitude although the
updates themselves can still be as large. Let λ ∈ (0, 1) denote a decay factor and

Mt =

∑︁t
j=0 λ

jut−j∑︁t
j=0 λ

j
, Vt =

∑︁t
j=0 λ

j∥ut−j∥2∑︁t
j=0 λ

j
, ct =

∥Mt∥2

Vt
,

so that Mt and Vt are decay-weighted averages of the updates and their squared magnitudes, re-
spectively, emphasizing the last few updates. The coherence ct is the share of the magnitude of the
recent updates that carries the artifact a net distance. We have ct ∈ [0, 1] by Jensen’s inequality for
the square. If every recent update points in the same direction with the same magnitude, ct = 1, and
if the updates point in unrelated directions they cancel and ct is small.
Theorem 2 (the settled coherence). Let the updates u0, . . . , ut be independent with a common dis-
tribution, with E∥u∥2 < ∞ and E∥u − Eu∥2 > 0, and let r = ∥Eu∥2/E∥u − Eu∥2 denote the
squared signal-to-noise ratio of a single update. Then

E∥Mt∥2

E[Vt]
=

r + wt

r + 1
, wt =

1− λ

1 + λ
· 1 + λ t+1

1− λ t+1
,

and wt decreases in t to (1− λ)/(1 + λ).
The novelty in the proof of Theorem 2 is in what the expansion of the second moment establishes.
First, the expected coherence depends on the update distribution only through r. Second, the settled
coherence is the ratio z′t/z

2
t of the geometric sums zt =

∑︁
j λ

j and z′t =
∑︁

j λ
2j of the decay

weights and of their squares, and the factorization 1 − λ2(t+1) = (1 − λt+1)(1 + λt+1) gives it in
closed form at every finite t.

The ratio r measures how strongly the updates share a direction, from r = 0 when they share none
to r = 1 when the shared part is as large as the random part. At r = 0 the ratio of the theorem
equals wt, which is therefore the coherence of a path with no common direction on average. This
value is the settled coherence, i.e., the mean coherence of a settled loop, against which the algorithm
measures every loop. The decay weights average about τ = (1 + λ)/(1− λ) updates, which is the
memory of the statistic. The average of τ independent updates with no common direction has 1/τ of
the expected squared magnitude of a single update. The coherence of such a path is therefore about
1/τ , which is the limit of wt. The theorem is stated for a ratio of two means, and the algorithm below
uses that ratio as a proxy for the mean of ct, which we refer to as the mean-ratio approximation.

Let yt = ct/wt denote the normalized coherence, which is the coherence in units of a path with no
common direction. Under the mean-ratio approximation its mean is (r + wt)/(wt(r + 1)), which
equals 1 at r = 0, increases with r, and depends on nothing else once λ and t are fixed. The statistic
yt is therefore comparable across loops with no calibration. A value yt = 1 means that the loop
appears settled, yt > 1 that the recent updates agree more than chance, and yt < 1 that they cancel
more than chance (consecutive changes reverse each other).

3.3 The Round at Which the Loop Stops

In general, LOOPSTOP decides to stop the loop when the updates of the path no longer share a
direction. A loop with an evaluator may leave the artifact unchanged on most of its rounds, so
the evidence has to separate a round that changed nothing from a change with no direction. Each
change is scored as κk − yk, i.e., by how far the normalized coherence lies below a reference value
κk, chosen so that the score has a non-negative mean once the loop has settled and a negative mean
while it improves, and the scores accumulate into the evidence that stops the loop.

The statistic is formed over the changes. A round changes the artifact when its update is non-zero,
and k = 1, 2, . . . counts those changes. Over every round, a decay window on a loop that accepts
few proposals would usually hold a single change. A single update u followed by j unchanged
rounds has ∥M∥2 = λ2j∥u∥2/z2 and V = λj∥u∥2/z, where z is the sum of the weights, so its
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coherence is λj/z. This value decreases by at least the factor λ per unchanged round. Forming
M , V and the weights over the changes gives back the equality of Theorem 2 with the number
of changes in place of the round index, when the updates of the changes are independent with a
common distribution. The k-th change then has the settled coherence wk−1, and with yk = ck/wk−1
the mean of yk under the mean-ratio approximation is 1 under no common direction regardless of
the number of unchanged rounds.
Assumption 3 (the updates of a settled path share no direction). After settling, E[yk] ≤ 1 at every
later change.
Assumption 3 holds in three cases, including changes that are independent with a common distri-
bution, which give yk the mean 1 by Theorem 2 under the mean-ratio approximation, consecutive
changes that reverse each other, whose settled coherence is below wk−1, and a loop that has stopped
changing the artifact. The assumption can fail on a loop whose evaluator agrees with the true quality
and accepts only the few changes that keep pointing in the same direction. Such a loop is stopped
by its unchanged rounds instead, as described below.

The reference value depends on how much direction the loop has shown. Before settling, a
common direction raises the mean of yk above 1, to (r + wk−1)/(wk−1(r + 1)) under the mean-
ratio approximation. Let κ = (1 + w)/(2w) with w = (1− λ)/(1 + λ) denote the value that mean
takes at r = 1 in the limit of having many changes. Let κ′ be a reference value held fixed, with
1 ≤ κ′ ≤ κ. A change scored as κ′ − yk contributes a mean of at least κ′ − 1 ≥ 0 once the loop
has settled, by Assumption 3. It contributes a negative mean while the mean of yk lies above κ′, i.e.,
while the signal-to-noise ratio r of the changes exceeds a threshold that grows with κ′ and is zero at
κ′ = 1 (Appendix F gives the threshold in closed form). Let

ȳt =

⎧⎪⎪⎨⎪⎪⎩
y1 round t made the first change,
λ ȳt−1 + (1− λ) yk round t made the k-th change, k ≥ 2,
λ ȳt−1 + (1− λ) ut = 0 and k ≥ τ ,
ȳt−1 ut = 0 and k < τ ,

y∗t = max
{︁
1, max{ȳj : j ≤ t, kj ≥ τ}

}︁
,

(2)

where k is the number of changes up to round t and kj that up to round j, denote the smoothed
statistic and the demonstrated peak, which is the largest smoothed value at any round with at least
τ changes, floored at 1. The smoothing averages yk over the recent changes with the same decay as
Mt and Vt, so that the peak reflects a sustained direction instead of a single noisy value, and once τ
changes have occurred an unchanged round enters with the value 1 of an update with no direction, so
that ȳt decays toward 1, which the score of an unchanged round is measured against. The reference
value of the k-th change, made at round t, is κk = min{κ, 1 + ρ (y∗t − 1)} with a slope ρ > 0, so
κk = 1 for a loop whose changes have shown no direction, increases with the peak, and is capped
at κ once y∗t ≥ 1 + (κ − 1)/ρ. This definition of κk is a design choice, as it is the simplest rule
that raises the reference value in proportion to the direction that the loop has already demonstrated.
We set ρ = τ/2 so that the cap applies once the peak reaches 2− 1/τ . At κk = 1 the score 1− yk
has a non-negative mean once the loop has settled, by Assumption 3, and a negative mean under any
common direction, since any r > 0 puts the mean of yk above 1.

Unchanged rounds are scored so that a loop whose evaluator stops accepting can be stopped.
An unchanged round leaves k and yk as they are, since both are formed over the changes, and lowers
ȳ toward 1 by (2). It scores κ−min{ȳ, κ} against the resulting smoothed statistic ȳ. The reference
value is the fixed κ, so that a loop that has shown no direction is still stopped once its evaluator stops
accepting. The round adds nothing while the recent changes still share a direction, so that ȳ ≥ κ,
and adds κ − 1 once that direction has faded, which takes a few rounds at the decay λ. A loop that
has stopped changing is therefore stopped soon after the fade.

LOOPSTOP. Page’s cumulative sum rule [30] adds the scores of the rounds into a cumulative sum
Λt, resets Λt to zero when it becomes negative, and stops at a threshold Λ∗. The warm-up is the
round of the τ -th change, before which the averages hold too few updates to tell whether they share a
direction. We make a novel extension to the standard rule to support the different causes of stopping.
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Algorithm 1: LOOPSTOP, quality-blind stopping of a loop.
given: a memory τ in changes, a tolerated delay D in rounds, and how the artifact’s type is cut into parts (Algorithm E.1)

1 λ← (τ − 1)/(τ + 1), κ← (τ + 1)/2, ρ← τ/2, Λ∗ ← ((τ − 1)D − (τ + 1))/2 ;
2 Λ← 0, z ← 0, M ← 0, V ← 0, k ← 0, y∗ ← 1, ȳ ← 1, G← 0, r ← 0;
3 for each round t = 1, 2, . . . do
4 take the artifact ξt+1 that the round leaves and u← the update (1) from ξt to ξt+1;
5 if u ̸= 0 then
6 k ← k + 1, M ← λM + u, V ← λV + ∥u∥2, z ← λz + 1, y ← ∥M∥2/(zV wk−1) ;

▷ ∥M∥2/(zV ) = ck and wk−1 = (1− λ)(1 + λk)/((1 + λ)(1− λk)), Theorem 2
7 if k = 1 then ȳ ← y else ȳ ← λ ȳ + (1− λ) y, as in (2);
8 if k ≥ τ then y∗ ← max(y∗, ȳ), the warm-up ending at k = τ ;
9 if k > τ then Λ← max

(︁
0, Λ + min{κ, 1 + ρ (y∗ − 1)} − y

)︁
, the reference value κk of Section 3.3;

10 if k ≤ τ then G← max(G, t− r), r ← t, Λ← 0;
11 else
12 if k ≥ τ then ȳ ← λ ȳ + (1− λ), Λ← max(0, Λ + κ−min{ȳ, κ}), a change of magnitude zero;
13 if k < τ then Λ← Λ + 1/(2max{G,D}), the loop’s own gaps setting the pace, with G = 0 before any change;

14 if Λ ≥ Λ∗ then
15 return stop, and deliver ξt+1;

In essence, LOOPSTOP runs the following rule over the loop’s rounds:

Λt =

{︃
0 round t made the k-th change, k ≤ τ ,
max

(︁
0, Λt−1 +Xt

)︁
otherwise,

Xt =

⎧⎨⎩
κk − yk round t made the k-th change, k > τ ,
κ−min{ȳt, κ} ut = 0 and k ≥ τ ,
1/(2max{Gk, D}) ut = 0 and k < τ ,

(3)

starting from Λ−1 = 0, and LOOPSTOP stops the loop at Λt ≥ Λ∗. Before the warm-up a change
is therefore not scored and resets Λt, and each unchanged round adds 1/(2max{Gk, D}), where
Gk is the longest gap in rounds between the changes so far and D is the tolerated delay, i.e., the
number of rounds after settling within which the loop should be stopped, which is the second setting
of LOOPSTOP. Since every change before the warm-up resets Λt, a loop that stops changing after
fewer than τ changes is stopped 2Λ∗max{Gk, D} rounds after its last change, when that run of
unchanged rounds has raised Λt to Λ∗. Algorithm 1 states the full LOOPSTOP procedure.

What the two settings mean. The memory τ is the number of recent changes over which the
updates are averaged, and it should cover the few consecutive changes over which an improving
loop keeps its direction, and no more. It fixes the decay λ = (τ − 1)/(τ +1), at which the weighted
average has the variance of an unweighted average of τ updates. The settled coherence is then w =
1/τ , and the reference κ = (τ +1)/2 is the mean of yk at a signal-to-noise ratio r = 1, and ρ = τ/2
is a convention. The reference value of a change is capped at κ, and for a loop whose reference
value has reached that cap the expected delay of Theorem 3(ii) below is (Λ∗ + κ)/(κ− 1). Setting
it equal to the tolerated delay D gives the threshold Λ∗ = D(κ− 1)− κ = ((τ − 1)D− (τ +1))/2
of Line 1 in Algorithm 1. Appendix G derives every constant from the two settings.
Theorem 3 (the false-stop probability and the delay of LOOPSTOP under independent statistics).
Let Λt follow (3), B = (1 + λ)/(1 − λ) = τ so that 0 ≤ yk ≤ B at every change, and (x)+ =
max{x, 0}. Let the past of a round be all observations before it and whether it changed the artifact.

(i) Assume that the statistics yk of distinct changes are independent, Λt0 = 0, and each of the
rounds t0 + 1, . . . , t0 + n changes the artifact. When E[yk] ≥ κ + δ at each of these
changes for some δ > 0, LOOPSTOP stops within these n rounds with probability at most
n2 exp(−8Λ∗δ/B2).

(ii) Let p > 1 and κ(p) = min{κ, 1+ρ (p−1)}. Fix a round t1 past the warm-up at which y∗t1 ≥ p
and ȳt1 ≤ 1, and let every change after t1 have yk ≤ 1. Then the expected number of rounds
after t1 until LOOPSTOP stops is at most (Λ∗ + κ)/(κ(p)− 1).

The proof contains novel steps. Part (i) first establishes that the sum at the adaptive reference value is
dominated by the sum at the fixed value κ, then proves by induction on (3) that Page’s sum equals the
maximum of the block sums over blocks of consecutive rounds. A stop within the window therefore
implies that the sum over some block of changes, with each contribution within an interval of length
B, reaches Λ∗. Hoeffding’s inequality bounds that probability per block, and a union bound over at
most n2 blocks completes the argument. Part (ii) introduces a potential that is the cumulative sum
without its floor at zero minus c (ȳn − 1)+ with c = λ/(1 − λ), which subtracts a multiple of the
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positive excess of the smoothed statistic over 1, so that each increment has a conditional mean of at
least κ(p)−1, and a stopped-sum inequality for min{N,n} with monotone convergence in n yields
the bound.

Intuitively, Theorem 3 says that LOOPSTOP stops an improving loop only by an unlikely accident
and stops a settled loop within a bounded number of rounds. In Part (i), a loop whose changes
keep their statistic above the reference value by a margin δ is stopped within n rounds only if the
scores of some block of changes fall short of their mean by a total of Λ∗, whose probability decays
exponentially in Λ∗δ. In Part (ii), once a loop that has demonstrated a peak p has settled, every
round adds at least κ(p) − 1 to the evidence on average, so the threshold is reached after about
Λ∗/(κ(p)− 1) rounds plus the overshoot of a single score.

4 Experiments

The loops. The trajectories come from five families of loops, each of which is a benchmark run
under several scenarios. A scenario is a single combination of evaluator kind and model size, and
every scenario of a family runs the same tasks under the same seeds. The evaluator is none, a
program, a model that accepts or rejects, or an inspector that names a problem. Qwen3.5 with 9 or 4
billion parameters fills every role on four benchmark families, and Claude Haiku 4.5 fills every role
on the fifth benchmark family. The cruise control family tunes the two gains of a cruise controller
for a simulated car, and the cart-pole family tunes the four gains of a controller that balances a pole
on a cart, so in both the artifact is the vector of gains. The quality is the best achievable cost of a
drive divided by the cost that the tuned controller achieves, in (0, 1], on a drive that the loop does not
see. An ARC-AGI task [6] shows a few example pairs of grids and asks for the output grid of a new
input, and the quality is the share of cells that match the hidden answer. The BigCodeBench-Hard
family repairs a source file against a task’s tests [48], hidden from the loop by our protocol, and
its quality is the share of those tests passed, of which the evaluator sees at most a visible subset.
The MLAgentBench-Kaggle family edits the model section of the starter script, which is the part left
to the agent, on the tasks of that benchmark [16] that are drawn from Kaggle, on tables, text and
images. Its quality is the score on a hidden subset of the rows, which no role sees, and an evaluator
sees only what the script prints. The harness holds the last script that ran, as a deployed harness
keeps its last working version. Appendix H gives the prompt templates.

The protocol. As soon as LOOPSTOP triggers stopping for a benchmark task, we use the final
artifact to evaluate against the ground truth to obtain the loop’s performance. We generally repeat
the evaluation for 20 seeds (5 on BigCodeBench-Hard, 3 on MLAgentBench-Kaggle due to resource
constraints) and report the standard error. We compare against four baseline rules: Run to the
budget never stops early and spends every round the harness allows, which is what many currently
deployed agent frameworks do [41, 43, 46]. Patience on rejections (PoR) stops after a set number
of consecutive rejected rounds. Patience on update magnitude (PoU) stops after a set number of
consecutive updates whose magnitudes are each below a fraction of the largest magnitude so far,
which is semantic early stopping [38] with our sketch in place of its neural embedding. Both are
modeled on the stuck detector that OpenHands enables by default [28]. The run-length filter (RLF)
applies Bayesian changepoint detection [1] to the coherence. It holds a posterior over the number of
rounds since the coherence last changed behaviour, and stops once that posterior concentrates on a
recent change and the coherence has averaged below one since. Alongside the four rules, we report
the best budget per scenario that stops every loop of a scenario at the round where that scenario’s
mean quality is highest, which is an idealized upper bound that cannot be achieved in practice
since the true quality in practice is unknown. Each of the three adaptive baseline rules has one free
threshold, such as the number of rounds that a patience rule waits, and we perform grid search for
each of them. A rule that is deployed on an unfamiliar benchmark cannot be tuned on it, so each
baseline keeps the grid value that maximizes its mean quality over all 5 benchmarks as the threshold.
In contrast, we do not tune the threshold for our LOOPSTOP algorithm. We fix the memory to τ = 5
changes and its tolerated delay to D = 4 rounds for all the benchmark families. The true quality is
used for the experimental evaluation alone and no algorithm (including our LOOPSTOP algorithm
and the baselines) ever sees it, except for the idealized upper bound. Appendix I provides additional
discussion on the exact configurations and additional ablations, including comparison to dynamic
per-benchmark thresholds where we tune each baseline on a subset of benchmark scenarios and
apply the result to a held-out scenario.
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Table 1: Rounds used and quality delivered, mean over the seeds with the standard error as a sub-
script, best quality in bold. The Mean pair averages the five families.

Cruise control Cart-pole ARC-AGI

Rule Rounds Quality Rounds Quality Rounds Quality

Run to the budget 100±0 0.393±0.011 100±0 0.204±0.016 60.0±0 0.650±0.001
Idealized upper bound 18.2±0 0.597±0.015 30.1±0 0.335±0.016 9.0±0.0093 0.654±0.001

PoR 64.1±1.0 0.411±0.010 58.1±1.1 0.210±0.013 51.9±0.30 0.650±0.001
PoU 56.5±1.1 0.402±0.010 53.5±0.72 0.223±0.013 48.2±0.32 0.653±0.001
RLF 21.1±1.4 0.353±0.016 6.2±0.45 0.207±0.012 5.0±0.00043 0.652±0.001
LOOPSTOP (ours) 16.2±0.36 0.519±0.016 26.1±1.0 0.278±0.017 22.9±0.052 0.656±0.001

BigCodeBench-Hard MLAgentBench-Kaggle Mean

Rule Rounds Quality Rounds Quality Rounds Quality

Run to the budget 60.0±0 0.579±0.003 60.0±0 0.489±0.018 76.0±0 0.463±0.005
Idealized upper bound 45.0±0 0.595±0.004 32.2±0 0.527±0.016 26.9±0.0019 0.542±0.006

PoR 37.2±0.14 0.565±0.002 40.7±0.78 0.478±0.019 50.4±0.34 0.463±0.005
PoU 44.0±0.21 0.577±0.002 37.7±1.6 0.490±0.011 48.0±0.42 0.469±0.004
RLF 5.1±0.0067 0.546±0.007 6.1±0.12 0.437±0.014 8.7±0.30 0.439±0.005
LOOPSTOP (ours) 28.5±0.16 0.584±0.004 23.7±0.70 0.501±0.017 23.5±0.26 0.508±0.006
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Figure 2: A single scenario of each family by round, with the narrow simulation-based evaluator on
the controllers, the 9B model evaluator on ARC-AGI, and the visible tests on BigCodeBench-Hard,
all with the 9B generator, and the validation check with Haiku on MLAgentBench-Kaggle. Plots
show the mean true quality with a band of one standard error on the left axis, LOOPSTOP’s evidence
Λt and threshold Λ∗ on the right axis, and its mean stopping round and quality as a marker.

Table 2: Mean cost per round, and the quality of LOOPSTOP with the sketch and with a sentence
embedding of the artifact. The sketch column includes the algorithm’s work per round.

Latency by method (milliseconds) Loop’s running time Quality of LOOPSTOP

Benchmark Sketch (CPU) Embedding (CPU) per round (seconds) Sketch Embedding
cruise control 0.018±0.001 8.570±0.023 0.150±0.008 0.519±0.016 0.508±0.013

cart-pole 0.020±0.001 10.200±0.130 0.050±0.001 0.278±0.017 0.283±0.019

ARC-AGI 0.088±0.001 19.700±0.055 0.460±0.025 0.656±0.001 0.656±0.001

BigCodeBench-Hard 1.290±0.037 85.900±0.021 0.530±0.083 0.584±0.004 0.585±0.003

MLAgentBench-Kaggle 24.400±1.500 87.000±0.056 124.000±41.000 0.501±0.017 0.500±0.015

LOOPSTOP delivers at least as much quality as every baseline stopping rule on every family,
at fewer rounds than the patience rules. Table 1 gives the rounds and the quality of every rule on
every family and their means. LOOPSTOP’s largest gains are on the controller families, where the
quality falls after its peak and the single threshold that suits the rising families lets every baseline
run the falling loops beyond the peak, so that LOOPSTOP leads by several standard errors. On the
families where the loop keeps rising the quality, i.e., BigCodeBench-Hard and MLAgentBench-
Kaggle, the gaps are smaller, and on ARC-AGI LOOPSTOP reaches its quality at fewer than half the
rounds of the patience rules. Against the idealized upper bound, LOOPSTOP gives up a small amount
of quality on the controller families, less on BigCodeBench-Hard and MLAgentBench-Kaggle, and
none on ARC-AGI, where it exceeds the bound, since the bound uses the same number of rounds
for every loop of a scenario whereas LOOPSTOP can adapt for each loop separately.

Running a loop longer is not always better, and LOOPSTOP stops near the peak. In Figure 2,
the two controller scenarios rise to an early peak and then fall, and LOOPSTOP stops near the peak.
The BigCodeBench-Hard and MLAgentBench-Kaggle scenarios rise quickly and then hold, and
LOOPSTOP stops after the rise has ended.

Our sketch is efficient to run. Table 2 times the sketch against a sentence embedding of the artifact
by a small sentence-transformer all-MiniLM-L6-v2 on the same CPU, where the sketch’s cost
grows with the size of the edit and the embedding’s cost with the size of the whole artifact. On every
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family, LOOPSTOP’s quality with the embedding is within one standard error of its quality with the
sketch, so the sketch gives a similar quality at a much lower cost.

5 Conclusion

In this paper, we have proposed LOOPSTOP, which is a novel algorithm that stops an agentic loop
from the change that each round applies to the artifact and the evaluator’s accept or reject decision
alone, without knowing the artifact’s true quality. It sketches each artifact so that a round’s update
is its edit, measures the coherence of the recent updates against a settled value from theory, and
accumulates the evidence for stopping in a cumulative sum. On five benchmark families, LOOPSTOP
improves the delivered quality with about half the rounds of the next best baseline rule. A limitation
is that the analysis assumes that successive coherence statistics are independent, and relaxing this
assumption is left for future work.

AI Usage Statement

Generative AI tools were used to help develop parts of this work. The authors take responsibility for
content.
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A Extended Related Work

The rounds at which agentic loops stop. Measurements of iterative refinement place the gain
in the first few rounds, and analyses of self-correction predict the level at which a loop settles.
Madaan et al. [25] measures iterative self-refinement and reports the gain flattening after a few
rounds. Arimbur [3] runs up to five execution-feedback repair rounds over 7 models and finds most
of the gain in the first two. Javaji et al. [17] scores every turn of 12-turn refinement conversations
and finds the gain arriving early for code and ideas. Wu et al. [44] track recursive self-refinement of
paper abstracts and find that the edit magnitude per round decays and saturates, which is the quantity
that patience on update magnitude thresholds. Huang et al. [15] and Stechly et al. [39] show that
a model asked to check its own reasoning frequently cannot, and Kamoi et al. [19] surveys the
scenarios under which self-correction helps. Aksu [2] and Han [12] predict the level at which a
cascade of a generator and an evaluator settles from the rate at which the evaluator accepts the
generator’s mistakes. Liu and Meng [22] models self-correction as a two-state Markov chain and
derives the threshold at which repeated correction helps or hurts. Panickssery et al. [32] measures
how an evaluator’s judgments shift toward a generator that shares its weights, and Gao et al. [10]
how optimizing against a proxy reward model degrades the true reward. None of these works gives
an online rule that decides, for a particular loop in progress, that the remaining rounds no longer
justify their cost.

Trajectories of coding agents. Studies of coding-agent trajectories find that failed trajectories cy-
cle, are longer, and overwrite correct edits. Bouzenia and Pradel [4] studies 120 trajectories of three
repair agents and finds repetitive cycles of the same actions in the failed trajectories. Majgaonkar
et al. [26] finds the failed trajectories of three agents on SWE-bench [18] consistently longer, and
describes unproductive reasoning loops. Zhao et al. [47] finds, on 1,794 command-line agent trajec-
tories, that failures begin in the first steps and stay hidden until recovery is impossible. Kim et al.
[20] finds that most failures of capable agents reach and edit the correct code, and that overwriting it
is the largest failure theme, which is a direct reason to observe the artifact path itself. Mehtiyev and
Assunção [27] shows over 9,374 trajectories that the correlation between the length of a trajectory
and its failure reverses once task difficulty is controlled. The length of a trajectory alone is therefore
a confounded signal. None of these studies proposes a stopping statistic.

Stopping rules for a loop in progress. The baselines decide from a score of the quality, the model’s
own self-report, or data from earlier episodes. Hammar et al. [11] frames the number of self-
refinement rounds as an optimal stopping problem that trades expected improvement against the
cost of a call. It solves that problem by stochastic approximation, with a verifier that observes the
quality at every round. Sadhuka et al. [34] turns verifier scores over an agent’s actions into a se-
quential procedure with a controlled false alarm rate, again on a score of the quality. Chen et al. [5]
trains the policy to emit a verdict and a confidence at each turn and stops on them. Lin et al. [21]
asks the agent to predict its remaining budget and stop when success appears unlikely. Both rules
delegate the decision to the model’s own self-report. Pandya et al. [31] flags spans of a transcript
where a judge finds the agent acknowledging a problem and proceeding anyway. Dubey [8] runs
a cumulative sum on anomaly scores learned from telemetry of earlier episodes. Ruan et al. [33]
abort an agent episode early from linear probes on the model’s hidden activations, calibrated to a
recall target, which observes the model’s internals and not the artifact. Shrivastava [38] halts a loop
between a drafting agent and a critic once the cosine distance between consecutive drafts under a
model embedding stays below a threshold for a patience window and a quality-stagnation check
agrees. That threshold is tuned on held-out experiment runs. Hu et al. [14] stops a multi-agent
debate once a check finds the distribution of the judges’ votes stable. Xi et al. [45] trains a process
reward model that scores each action by its progress, for training and for selection. None of these
rules states what can be concluded from the artifact path alone or gives the level that a path statistic
takes once the updates have stopped sharing a direction.

Quickest change detection. Quickest change detection decides online that an observed signal has
changed its distribution. Page [30] gives the cumulative sum rule, which in its likelihood-ratio form
[24] accumulates the log likelihood ratio between a pre-change and a post-change distribution and
stops when it exceeds a threshold. Shiryaev [37] places a geometric prior on the change point
and derives the posterior rule that minimizes the expected delay under a bound on the false alarm
probability. Lorden [24] gives the worst-case delay analysis of the cumulative sum rule. Tartakovsky
and Veeravalli [40] gives the asymptotic Bayesian theory covering dependent observations. Adams
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and MacKay [1] and Fearnhead and Liu [9] keep a posterior over the length of the current segment
instead of a two-state latent variable. That handles many change points at the cost of memory that
grows with the segment. Applying these rules to an agentic loop is not a direct application, for three
reasons. The quality is not observed while the loop runs, so the series has to be formed from the
artifact path, whose elements are source files or grids instead of scalars, and none of these works
says which observable of a loop carries the event. The likelihood-ratio form needs the distribution
of the series before and after the change, and the posterior forms need a hazard rate and a predictive
model of the observations. For a loop these have to be set by hand or fit on earlier loops, which is
what the run-length filter of Section 4 does and LOOPSTOP avoids. Theorem 2 gives the level that
the coherence takes once the loop has settled, in closed form and for every loop alike, so LOOPSTOP
forms Page’s sum against that level with no distribution estimated. A loop with an evaluator also
leaves most rounds unchanged, so the series is formed over the changes and the unchanged rounds
are scored on their own (Section 3.3), which none of these rules provides.

Separating a path with a common direction from a path without. The variance ratio of Lo and
MacKinlay [23] and Cochrane [7] separates a series whose increments have a non-zero mean from a
series whose increments do not. Let the variance ratio denote the variance of a W -update increment
divided by W times the variance of a one-update increment. It is 1 for a path with independent
increments and departs from 1 when the increments correlate. Lo and MacKinlay [23] uses it on
asset prices and Cochrane [7] uses it to size the permanent component of output. In both applications
the series itself is the quantity of interest, and its history is long and under a fixed regime. Applying
the ratio to a loop is not direct either. The artifact path is a vector path of a few dozen updates whose
regime is what changes, and its quality is held out. The coherence forms the ratio on the vector
updates with a decay, so that only the recent updates count, and Theorem 2 gives its value at every
finite window and inverts it to the signal-to-noise ratio of the updates. Neither work gives that value
or that inversion.
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B Notation
Table B.1: The notation of the main text, in order of appearance.

Symbol Meaning

t, T the index of a round and the number of rounds that the harness allows
ξt the artifact that round t starts from, with ξ0 the initial artifact
At the accept decision of round t, At = 1 when the change was applied
q(ξ) the true quality of an artifact, in [0, 1], which the loop never consults
∆t,W the change in quality over the W rounds after round t
P, P′ the distributions of the loop scored by q and by 1− q
C, ζ an event about the observations alone and a margin on the change in quality
d(ξ, ξ′), L the distance between two artifacts and the Lipschitz constant of q in d

S(ξ), m the sketch of an artifact, a vector in Rm, and its dimension
ω, v the name of a part and the quantity that it carries
Pt the set of parts of ξt
n, s the number of tokens per part of a text (in Theorem 3, n is a number of rounds) and the

scale of a numeric entry
H , h(ω), σ(ω) the hash function, the coordinate and the sign that it gives a name
er the unit vector of coordinate r
ut the update of round t, zero when the round is rejected
St the sketch under names with the round index t appended
xt the path, the accumulated updates

∑︁
s<t us

∥ · ∥ the magnitude of a vector, its Euclidean norm

λ the decay factor of the averages, in (0, 1)
Mt, Vt the decay-weighted averages of the updates and of their squared magnitudes
zt the sum of the decay weights
ct the coherence ∥Mt∥2/Vt of the artifact path
r the squared signal-to-noise ratio ∥Eu∥2/E∥u− Eu∥2 of an update
wt, w the settled coherence at t updates and its limit (1− λ)/(1 + λ)
τ the memory of the statistic in changes, (1 + λ)/(1− λ)
yt the normalized coherence ct/wt

k the number of changes, i.e., rounds with a non-zero update, so far
yk the normalized coherence formed over the changes, at the k-th change
ȳt, y∗

t the smoothed statistic and the demonstrated peak of (2)
κ, κ′, κk the mean of yk at r = 1, a fixed reference value, and the reference value of change k
ρ the slope that converts the demonstrated peak into the reference value
Xt, Λt, Λ∗ the score of round t, the cumulative sum of (3), and the stopping threshold
Gk, D the longest gap in rounds between the changes so far and the tolerated delay
B the upper bound (1 + λ)/(1− λ) on yk
δ, p the margin and the peak in the hypotheses of Theorem 3
t0, t1 the round at which the cumulative sum starts and a round past the warm-up in Theo-

rem 3
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C Proofs of the Results in the Main Text

C.1 Proof of Theorem 1

Assumption 1 states that no part of the loop consults q. Fix t and W with t+W ≤ T , so that ∆t,W

is defined. The proposal, the verdict and the update of round t are each a function of what the loop
has produced before that round, namely the artifacts, the proposals and the verdicts, and of the role’s
own randomness. Composing these functions round by round, every artifact ξ1, . . . , ξT and every
indicator A0, . . . , AT−1 is a function of the initial artifact and of the roles’ randomness alone, and
by Assumption 1 the quality q enters none of these functions. Replacing q by 1− q therefore leaves
every artifact and indicator unchanged, so the distribution of ξ1, . . . , ξT and A0, . . . , AT−1 is the
same in the two loops. Substituting 1− q into the definition of the change,(︁

1− q(ξt+W )
)︁
−
(︁
1− q(ξt)

)︁
= −

(︁
q(ξt+W )− q(ξt)

)︁
= −∆t,W ,

along every path.

Every event C that is a statement about the observations alone therefore has P′(C) = P(C), which
is the first claim. Now take ζ > 0 and such an event C with P(C) > 0, so that P′(C) > 0 and the
conditional probabilities under both distributions are defined. Let H be the event {∆t,W < −ζ}. In
the second loop the change in quality along a path is ∆′t,W = −∆t,W by the equality above, so

P′
(︁
∆′t,W > ζ | C

)︁
= P′

(︁
−∆t,W > ζ | C

)︁
= P′

(︁
H | C

)︁
= P

(︁
H | C

)︁
.

The last equality holds because H and C are both determined by the artifacts, whose distribution is
the same in the two loops, and P(H | C) is the right side of the second claim. □

C.2 Proof of Theorem 2

Let µ = Eu denote the mean update and ϵs = us − µ the deviation of round s, and

zt =

t∑︂
j=0

λj =
1− λt+1

1− λ
, z′t =

t∑︂
j=0

λ2j =
1− λ2(t+1)

1− λ2
,

so that Mt =
1
zt

∑︁
j λ

jut−j and Vt =
1
zt

∑︁
j λ

j∥ut−j∥2, and r = ∥µ∥2/E∥ϵ∥2.

Taking the expectation of the numerator and splitting each update into its mean and its deviation,

z2t E∥Mt∥2 = E
⃦⃦⃦ t∑︂

j=0

λjµ+

t∑︂
j=0

λjϵt−j

⃦⃦⃦2
= z2t ∥µ∥2 + 2 zt µ

⊤
t∑︂

j=0

λj Eϵt−j +
t∑︂

j=0

t∑︂
k=0

λj+k E
[︁
ϵ⊤t−jϵt−k

]︁
= z2t ∥µ∥2 +

t∑︂
j=0

λ2j E∥ϵ∥2 = z2t ∥µ∥2 + z′t E∥ϵ∥2,

where the middle term vanishes because Eϵt−j = Eu − µ = 0 at every j. In the double sum, a
term with j ̸= k has ϵt−j and ϵt−k built from two different updates, which are independent. The
expectation of the product therefore factors,

E
[︁
ϵ⊤t−jϵt−k

]︁
=

(︁
Eϵt−j

)︁⊤(︁Eϵt−k)︁ = 0,

and only the j = k terms remain, each equal to E∥ϵ∥2.

Taking the expectation of the denominator and using E∥u∥2 = ∥µ∥2 + E∥ϵ∥2,

E[Vt] =
1

zt

t∑︂
j=0

λj E∥ut−j∥2 = ∥µ∥2 + E∥ϵ∥2.

Dividing the two and then dividing numerator and denominator by z2t E∥ϵ∥2,

E∥Mt∥2

E[Vt]
=

z2t ∥µ∥2 + z′t E∥ϵ∥2

z2t
(︁
∥µ∥2 + E∥ϵ∥2

)︁ =
r + z′t/z

2
t

r + 1
.
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Evaluating z′t/z
2
t with the two geometric sums,

z′t
z2t

=

1− λ2(t+1)

1− λ2(︃
1− λt+1

1− λ

)︃2 =
(1− λ)2

(︁
1− λt+1

)︁(︁
1 + λt+1

)︁
(1− λ)(1 + λ)

(︁
1− λt+1

)︁2 =
1− λ

1 + λ
· 1 + λt+1

1− λt+1
= wt,

where the second equality factors 1−λ2(t+1) and 1−λ2. Setting t → ∞ sends λt+1 to zero and wt

to (1 − λ)/(1 + λ). Also wt decreases in t, because (1 + y)/(1 − y) increases in y and y = λt+1

decreases in t.

For the inversion, let ϑ = (r + wt)/(r + 1) denote the ratio of the two means and solve for r,

ϑ r + ϑ = r + wt =⇒ r (ϑ− 1) = wt − ϑ =⇒ r =
ϑ− wt

1− ϑ
,

which is defined for ϑ < 1. □

C.3 Proof of Theorem 3

Let Xt denote the contribution of round t in (3). On a round that made the k-th change, Xt = κk−yk
with 1 ≤ κk ≤ κ, and on a round that changed nothing after the warm-up, Xt = κ − min{ȳ, κ}
with ȳ > 0 (Appendix F). In both cases Xt ≤ κ, and κ− yk lies in the interval [κ−B, κ] of length
B, by the bound on yk in Appendix F. Every round considered below is past the warm-up. Let ȳt
denote the value of the smoothed statistic after round t, which Algorithm 1 revises on every round
after the warm-up, by ȳt = λ ȳt−1 + (1 − λ) yt on a changing round, with yt the statistic of that
change, and by ȳt = λ ȳt−1+(1−λ) on an unchanged round. The proof rests on five lemmas, each
proved in full.
Lemma C.3.1 (a fixed reference value stops no later). Let Λκ

t be the sum of (3) formed from the
same rounds with κ in place of κk on every changing round, where both sums start at zero at a round
t0. Then Λt ≤ Λκ

t for every t ≥ t0.

Proof. By induction on t. Both sums are zero at t0. Let Xκ
t denote the contribution with the fixed

reference value, which is κ− yk on a changing round and equals Xt on an unchanged round. Since
κk ≤ κ, Xt ≤ Xκ

t at every round. If Λt−1 ≤ Λκ
t−1, then Λt−1 + Xt ≤ Λκ

t−1 + Xκ
t , and since

z ↦→ max(0, z) is non-decreasing, Λt = max(0,Λt−1 +Xt) ≤ max(0,Λκ
t−1 +Xκ

t ) = Λκ
t .

Lemma C.3.2 (Page’s sum is the largest block sum). Let Λt0 = 0 and let Si,t = Xi + · · ·+Xt for
t0 < i ≤ t, with St+1,t = 0 for the empty block. Then Λt = maxt0<i≤t+1 Si,t for every t ≥ t0.

Proof. By induction on t. At t = t0 both sides are zero, where the right side holds only the empty
block. If the claim holds at t − 1, then adding Xt to every block sum ending at t − 1 gives every
block sum ending at t with a non-empty block, so Λt−1 + Xt = maxt0<i≤t Si,t, and taking the
maximum with zero adds the empty block, which is the recursion of (3).

Lemma C.3.3 (a sum of bounded independent terms rarely exceeds its mean by much). Let
Z1, . . . , Zj be independent, let each Zi lie in an interval [ai, ai + B] of length B, and let a ≥ 0.
Then

P
(︂ j∑︂

i=1

Zi −
j∑︂

i=1

E[Zi] ≥ a
)︂

≤ exp
(︂
− 2a2

jB2

)︂
.

This is Hoeffding’s inequality [13], and its proof is included so that the argument is self-contained.

Proof. Let Wi = Zi − E[Zi], which has mean zero and lies in the interval [bi, bi + B] with bi =
ai − E[Zi], where bi ≤ 0 ≤ bi + B since the mean lies in the interval. Fix s > 0. The first step
bounds E[esWi ]. The function x ↦→ esx is convex, so on the interval [bi, bi + B] it lies below the
chord through its endpoints,

esx ≤ bi +B − x

B
esbi +

x− bi
B

es(bi+B) for bi ≤ x ≤ bi +B.
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Substituting x = Wi and taking expectations, with E[Wi] = 0,

E[esWi ] ≤ bi +B

B
esbi − bi

B
es(bi+B).

Let θ = −bi/B, which lies in [0, 1], and let u = sB. The right side is then (1−θ) e−θu+θ e(1−θ)u =
e−θu(1 − θ + θeu) = eL(u) with L(u) = −θu + log(1 − θ + θeu). Differentiating twice, with
π(u) = θeu/(1− θ + θeu), which lies in [0, 1],

L′(u) = −θ + π(u), L′′(u) =
θeu(1− θ)

(1− θ + θeu)2
= π(u) (1− π(u)) ≤ 1

4
,

since π(1 − π) ≤ 1/4 on [0, 1]. With L(0) = 0 and L′(0) = −θ + θ = 0, Taylor’s theorem
with the remainder at a point between 0 and u gives L(u) ≤ u2/8, hence E[esWi ] ≤ es

2B2/8. The
second step is Markov’s inequality, P(Y ≥ c) ≤ E[Y ]/c for a non-negative Y and c > 0, applied to
Y = es

∑︁
i Wi and c = esa,

P
(︂ j∑︂

i=1

Wi ≥ a
)︂

≤ e−sa E
[︁
es

∑︁
i Wi

]︁
= e−sa

j∏︂
i=1

E[esWi ] ≤ exp
(︂
− sa+

s2jB2

8

)︂
,

where the product uses the independence of the Wi. Choosing s = 4a/(jB2) makes the exponent
−4a2/(jB2) + 2a2/(jB2) = −2a2/(jB2), which is the claim.

Lemma C.3.4 (a stopped sum of terms with a positive conditional mean). Index the rounds after
some round as 1, 2, . . . , let Y1, Y2, . . . be bounded, and let Fi denote the past of round i, namely
everything observed before round i together with whether round i changed the artifact. Let the mean
of Yi given Fi be at least m > 0 for every i. Let N be a stopping round, meaning that whether N ≥ i
is determined by the observations before round i, and suppose that Y1 + · · · + Ymin{N,n} ≤ K on
every path for every n. Then E[N ] ≤ K/m. This is the argument behind Wald’s equation for a
stopped sum, and it is proved here in full.

Proof. Fix n. Since min{N,n} =
∑︁n

i=1 1[N ≥ i],

min{N,n}∑︂
i=1

Yi =

n∑︂
i=1

Yi 1[N ≥ i].

The indicator 1[N ≥ i] is determined by Fi, so the mean of the product Yi 1[N ≥ i] equals the mean
of 1[N ≥ i] times the mean of Yi given Fi, which is at least m, so E[Yi 1[N ≥ i]] ≥ mP(N ≥ i).
Taking the mean of the equality above term by term, which is a finite sum of bounded terms, and
using the bound on every path,

K ≥ E
[︂ n∑︂

i=1

Yi 1[N ≥ i]
]︂

≥ m

n∑︂
i=1

P(N ≥ i) = mE[min{N,n}].

So E[min{N,n}] ≤ K/m at every n. As n grows, min{N,n} increases to N , so E[N ] =
limn E[min{N,n}] ≤ K/m by monotone convergence.

Lemma C.3.5 (a single round of the potential). Let et = (ȳt − 1)+ and c = λ/(1 − λ), so that
c (1 − λ) = λ, and let Yt = Xt − c (et − et−1), which is Xt corrected by a term that absorbs
the direction that the smoothed statistic still carries. For rounds after a round at which y∗ ≥ p,
Yt ≥ κ(p)− 1 on an unchanged round and Yt ≥ κ(p)− yt − λ (yt − 1)+ on a changing round.

Proof. The demonstrated peak is a running maximum, so y∗k ≥ p at every later change, and x ↦→
min{κ, 1 + ρ(x − 1)} is non-decreasing, so κk ≥ κ(p) on a changing round, while the value κ
of an unchanged round is also at least κ(p). On an unchanged round ȳt = λ ȳt−1 + (1 − λ), so
ȳt − 1 = λ (ȳt−1 − 1) and, since λ > 0, et = λ et−1. Also min{ȳt, κ} ≤ ȳt ≤ 1 + et, so
Xt ≥ κ− 1− et. Hence

Yt ≥ κ− 1− et − c (λet−1 − et−1) = κ− 1− λ et−1 + c (1− λ) et−1 = κ− 1 ≥ κ(p)− 1.
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On a changing round ȳt = λ ȳt−1 + (1− λ) yt, so ȳt − 1 = λ (ȳt−1 − 1) + (1− λ) (yt − 1). Since
(a+ b)+ ≤ a+ + b+ and (αa)+ = αa+ for α ≥ 0, et ≤ λ et−1 + (1− λ) (yt − 1)+. Hence, using
Xt ≥ κ(p)− yt, c (1− λ) = λ and et−1 ≥ 0,

Yt ≥ κ(p)− yt − c
(︁
λ et−1 + (1− λ) (yt − 1)+

)︁
+ c et−1

= κ(p)− yt + λ et−1 − λ (yt − 1)+ ≥ κ(p)− yt − λ (yt − 1)+.

Part (i). By Lemma C.3.1 it suffices to bound the probability that Λκ
t reaches Λ∗ within the n

rounds, and by Lemma C.3.2 applied to Λκ, which also starts from zero at t0, that happens only if
some block of j ≤ n consecutive rounds inside the window has a sum of fixed-value contributions of
at least Λ∗. Every round of the window changes the artifact, so such a block sum is

∑︁
(κ− yk) over

j changes, a sum of j independent terms, each in an interval of length B, with mean at most −jδ,
since E[yk] ≥ κ+δ at each change. Apply Lemma C.3.3 with a = Λ∗−(mean of the block sum) ≥
Λ∗ + jδ > 0. Since (Λ∗ + jδ)2 ≥ 4Λ∗jδ, which is (Λ∗ − jδ)2 ≥ 0 rearranged,

P
(︁
the block sum reaches Λ∗

)︁
≤ exp

(︂
− 2(Λ∗ + jδ)2

jB2

)︂
≤ exp

(︂
− 8Λ∗δ

B2

)︂
.

The window holds at most n2 blocks, and the probability of a union is at most the sum of the
probabilities, so the probability that Λκ, and hence Λ, reaches Λ∗ inside the window is at most
n2 exp(−8Λ∗δ/B2). LOOPSTOP stops when Λ reaches the threshold, which is the claim.

Part (ii). We prove a more general bound and then specialize it. Let the smoothed statistic at t1 be
ȳ, and let every change after t1 have, given the past of its round, E[yk] ≤ 1 and E[(yk − 1)+] ≤ ε
with κ(p) > 1 + λε. We show that the expected number of rounds after t1 until the stop is at
most (Λ∗ + κ + λ (ȳ − 1)+/(1 − λ))/(κ(p) − 1 − λ ε), and the statement of the theorem is the
case ȳ ≤ 1 and yk ≤ 1, in which ε = 0 and (ȳ − 1)+ = 0. Every mean below is conditional on
the state of the algorithm at t1. Index the rounds after t1 as 1, 2, . . . , let Λ′n = X1 + · · · + Xn

be the sum without the floor at zero, with Λ′0 = 0, and let N = min{n : Λ′n ≥ Λ∗}. First,
Λn ≥ Λ′n at every n, by induction. At n = 0 the sum Λ0 is at least zero by (3) and Λ′0 = 0. If
Λn−1 ≥ Λ′n−1, then Λn = max(0,Λn−1+Xn) ≥ Λn−1+Xn ≥ Λ′n−1+Xn = Λ′n. So LOOPSTOP
stops within N rounds after t1, and it is enough to bound E[N ]. Second, apply Lemma C.3.4
to the Yn of Lemma C.3.5, with e0 = (ȳ − 1)+ at t1. The terms Yn are bounded, since Xn

lies in [1 − B, κ] and 0 ≤ en ≤ B − 1. Given the past of round n, an unchanged round has
Yn ≥ κ(p) − 1 with no randomness left, and a changing round has a conditional mean of at least
κ(p) − E[yn | Fn] − λE[(yn − 1)+ | Fn] ≥ κ(p) − 1 − λε by the hypotheses of the theorem,
so m = κ(p) − 1 − λε > 0 serves for both kinds of round. The event {N ≥ i} is the event that
Λ′1, . . . ,Λ

′
i−1 all lie below Λ∗, which is determined by the observations before round i. Third, on

every path the sum of the Yi telescopes in e,

min{N,n}∑︂
i=1

Yi = Λ′min{N,n} − c emin{N,n} + c e0 ≤ Λ∗ + κ+ c e0,

because emin{N,n} ≥ 0, and because either N > n, so that Λ′n < Λ∗, or N ≤ n, so that Λ′N =
Λ′N−1 + XN < Λ∗ + κ, as Λ′N−1 < Λ∗ and XN ≤ κ. Lemma C.3.4 with K = Λ∗ + κ + c e0
gives E[N ] ≤ K/m, which is the stated bound with e0 = (ȳ − 1)+ and c = λ/(1 − λ). Under the
hypotheses of the theorem, ȳ ≤ 1 at t1 and every later yk ≤ 1, so e0 = 0 and (yk − 1)+ = 0, the
hypotheses above hold with ε = 0, and the bound is (Λ∗ + κ)/(κ(p)− 1). □

Why the argument gives nothing at p = 1. At p = 1 the reference value is κ(1) = 1, the
lower bound on E[Xt] on a changing round is κ(1) − 1 = 0, and on a loop that keeps changing
Lemma C.3.4 above gives 0 ≥ 0, which fixes no E[min{N,n}]. This gap belongs to the algorithm
and not to the argument. Under Assumption 3 with equality, which Theorem 2 delivers for changes
that are independent with a common distribution, every Xt on a changing round has mean exactly
zero. Then Λt is a random walk reflected at zero with mean-zero increments, and the round at which
it first reaches Λ∗ is fixed by the variance of yk, which no assumption of this paper supplies.
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D Supporting Results

D.1 The Bound on the Remaining Change

The following result turns Assumption 2 into the bound on the change in quality that Section 2
states.
Theorem D.1 (the remaining change is bounded by observables and L). Under Assumption 2 with
d(ξs, ξt) ≤ ∥xs − xt∥ for the path vectors of Section 3.1, with the updates ut, . . . , ut+W−1 in-
dependent with a common distribution, E∥u∥2 < ∞ and E∥u − Eu∥2 > 0, and with r =
∥Eu∥2/E∥u− Eu∥2,

E
⃓⃓
∆t,W

⃓⃓
≤ L

√︃
E∥u∥2 W (Wr + 1)

r + 1
,

which is L
√︁
E∥u∥2 W at r = 0 and grows as W once Wr ≫ 1.

Proof. Applying Assumption 2 to the two artifacts, then d(ξt, ξt+W ) ≤ ∥xt+W − xt∥ and xt+W −
xt =

∑︁W
s=1 ut+s−1, ⃓⃓

q(ξt+W )− q(ξt)
⃓⃓
≤ L

⃦⃦⃦ W∑︂
s=1

ut+s−1

⃦⃦⃦
.

Let Z denote ∥
∑︁W

s=1 ut+s−1∥, which is non-negative. The variance of Z is non-negative, so 0 ≤
EZ2−(EZ)2 and therefore EZ ≤

√
EZ2. Taking expectations of both sides of the inequality above

and applying that bound gives

E
⃓⃓
q(ξt+W )− q(ξt)

⃓⃓
≤ L

⌜⃓⃓⎷E
⃦⃦⃦ W∑︂

s=1

ut+s−1

⃦⃦⃦2
.

Let µ = Eu denote the mean update and ϵs = us − µ the deviation of round s, so that Eϵs = 0.
Expanding the square of the sum of the W updates,

E
⃦⃦⃦ W∑︂

s=1

ut+s−1

⃦⃦⃦2
= W 2∥µ∥2 + 2W µ⊤

W∑︂
s=1

E ϵt+s−1 +

W∑︂
s=1

W∑︂
s′=1

E
[︁
ϵ⊤t+s−1ϵt+s′−1

]︁
.

The middle group vanishes because Eϵt+s−1 = 0 at every s. In the double sum, a term with s ̸= s′

has two deviations built from different updates, which are independent, so E[ϵ⊤t+s−1ϵt+s′−1] =

(Eϵt+s−1)
⊤(Eϵt+s′−1) = 0. The W terms with s = s′ each equal E∥ϵ∥2, so

E
⃦⃦⃦ W∑︂

s=1

ut+s−1

⃦⃦⃦2
= W 2∥µ∥2 +W E∥ϵ∥2.

Substituting ∥µ∥2 = E∥u∥2 r/(1 + r) and E∥ϵ∥2 = E∥u∥2/(1 + r), which follow from E∥u∥2 =
∥µ∥2 + E∥ϵ∥2 and r = ∥µ∥2/E∥ϵ∥2,

W 2∥µ∥2 +W E∥ϵ∥2 =
E∥u∥2 W 2r

1 + r
+

E∥u∥2 W
1 + r

=
E∥u∥2 W (Wr + 1)

r + 1
,

which gives the stated bound. At r = 0 the factor Wr + 1 is 1 and the bound is L
√︁
E∥u∥2 W ,

which grows as
√
W . Once Wr ≫ 1 the same factor is close to Wr and the bound is close to

LW
√︁
E∥u∥2 r/(r + 1), which grows as W .

D.2 The Bound on the Coherence

The claim is that ∥Mt∥2 ≤ Vt, so that ct ∈ [0, 1]. Letting gj = λ j/
∑︁t

i=0 λ
i, so that the gj are

non-negative and sum to 1, Mt =
∑︁

j gjut−j and Vt =
∑︁

j gj∥ut−j∥2. The triangle inequality
gives ∥Mt∥ ≤

∑︁
j gj∥ut−j∥. Let cj = ∥ut−j∥. Expanding the square and using

∑︁
k gk = 1 in the

first and the last sum,∑︂
j,k

gjgk(cj − ck)
2 =

∑︂
j,k

gjgkc
2
j − 2

∑︂
j,k

gjgkcjck +
∑︂
j,k

gjgkc
2
k = 2

∑︂
j

gjc
2
j − 2

(︂∑︂
j

gjcj

)︂2

.
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The left side is a sum of non-negative terms, so
∑︁

j gjc
2
j −

(︁∑︁
j gjcj

)︁2
, which is half of it, is

non-negative. Squaring the triangle inequality and applying this gives ∥Mt∥2 ≤
(︁∑︁

j gjcj
)︁2 ≤∑︁

j gjc
2
j = Vt. Both quantities are non-negative, so ct ∈ [0, 1]. □
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E The Construction in Detail

The distances that place the artifacts in a vector space. By a classical characterization, a distance
is carried by an embedding of the artifacts into a vector space exactly when its square is conditionally
negative definite [36]. That property means that for every finite set of artifacts and every set of
weights summing to zero, the weighted sum of the pairwise squared distances is at most zero. Any
distance meeting it would serve in Theorem E.1(ii) in place of the sketch, so the sketch below is a
choice among such distances and not a special case.

The set of parts. An artifact is turned into a set of parts, in which each part is a name paired with
a quantity. Three choices are left, namely what a name is, what quantity it carries, and how a set of
parts becomes a vector. The paragraphs below take them in turn, and a paragraph after those shows
that the unit, the origin, and the orientation of the vector space cannot change the answer.

The granularity and the order that it carries. Let the granularity denote how finely text is cut,
namely a token, a token pair or a line, and let a view denote a way of turning what the loop leaves at
a round, namely the artifact, the proposal or the transcript, cut at a chosen granularity, into a set of
parts and so into a vector path. Demand R3 requires a granularity small enough that the number of
changed names tracks the amount of the artifact that the round changed, and a token, a token pair,
and a line all satisfy it. A single name for a whole artifact does not, since every edit is then the
same size regardless of what it changed, and a name for each position is positional, which R2 rules
out. Order is carried by the granularity and not by the name. A single token carries no order, so
a round that only reorders content gives a zero update in the first two terms of (1), which the third
term records. A token pair or a line changes at every boundary that the reordering changes, and the
update then grows with the size of the reordering. This is why several granularities are offered as
candidate views. A name in a repository is the path of a file followed by a token of that file. Every
occurrence of that token in that file gives the same name.

Deciding the kind. Algorithm E.1 is the rule that turns any artifact into its parts. The kind of each
piece is decided by its type, so nothing is decided by hand. The rule descends through structured
data to its leaves while carrying the path to each leaf as a prefix of the leaf’s names, and π/ω denotes
the name ω under the prefix π. The items of a sequence that is not a vector of scalars are named
by their content under the common prefix π/[ ], so an insertion touches the inserted item alone. A
sequence of scalars is a vector, whose coordinates are named by their index, since there the index is
the coordinate’s name. A grid of the ARC-AGI family is cut by its own rule, into a single part per
cell named by the cell’s position and color, since the positions of a grid are fixed.

Algorithm E.1: The parts of an artifact by type. n is the granularity of text and si the
magnitude of coordinate i at the start of the loop, or 1 if that is zero, and si = 1 for a scalar
inside structured data.
1 function Parts(x, π)

// π is the path to x, empty at the root
2 if x is a string then
3 return {(π/ω, 1)} for every run ω of n consecutive tokens of x, with multiplicity;
4 else if x is a scalar or a sequence of scalars x1, . . . , xd then
5 return {(π/i, sign(xi) log(1 + |xi|/si))} for every coordinate i;
6 else if x is a mapping from keys ω to values v then
7 return the union over the pairs (ω, v) of Parts(v, π/ω);
8 else if x is a sequence of values v then
9 return the union over the values v of Parts(v, π/[ ]);

10 else
11 return {(π/ω, 1)} with ω the printed form of x;

The quantity a part carries. A name occurring several times in an artifact contributes their total,
so multiplicity is carried by the quantity and not by the name. A numeric part takes sign(v) log(1 +
|v|/s), with v the value at that coordinate. Here s > 0 is the magnitude of that coordinate at the
start of the loop, or 1 if that magnitude is zero. The outer sign makes the map odd, meaning that −v
is sent to the negative of what v is sent to, and strictly increasing, so v and −v give quantities of the
same size and opposite sign instead of the same quantity. A coordinate that starts at a small non-zero
value has a small s, so a given absolute change there counts as a large relative change, which is what
R3 requires, whereas a coordinate that starts at zero has no magnitude to measure against and takes
s = 1. The quantity a part carries is therefore not continuous in the start across zero. A floor on s
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would remove that discontinuity at the cost of a further setting, and the experiments do not need it,
since every gain of the two controller families starts at a non-zero value.

The sketch and what the sign is for. Let the hash function H of Section 3.1 be modeled as a family
whose values on distinct names are independent and uniform. The coordinate and the sign of a name
ω are taken from it,

h(ω) =
⌊︁
H(ω)/2

⌋︁
mod m, σ(ω) =

{︃
+1 if H(ω) is odd,
−1 if H(ω) is even.

The two are separate functions of the hash, and a pair of names sharing a coordinate may still carry
opposite signs. Taking the coordinate as H(ω) mod m instead would not separate them. Every
dimension used here is even, and for an even m the integers H(ω) and H(ω) mod m have the same
parity. The sign would then be a function of the coordinate, and every colliding pair would carry the
same sign. Every mean and variance over the sketch in Theorem E.2 is over the single draw of H ,
with h and σ held fixed for the whole loop. A name therefore maps to the same coordinate at every
round with the same sign, which is what makes two rounds comparable. The sketch S(P ) of a set P
of parts is then

S(P ) =
∑︂

(ω,v)∈P

σ(ω) v eh(ω), er the r-th coordinate vector, (E.1)

and the update of round t is formed from the sketches of the parts of ξt and ξt+1 by (1).

The size of the artifact is divided out. The update of a text or structured artifact is divided by the
square root of the mean number of parts of the two artifacts, counted with multiplicity, which is the
magnitude that the sketch of either artifact would have if no name repeated and no names collided.
A change of a given number of parts is then an update whose magnitude is relative to the size of
the artifact. A numeric artifact is left undivided, since the magnitude of a coordinate there is the
quantity itself. The divisor is a scalar applied to the whole update, so the first two terms of (1) stay
the difference of the two sketches up to that scalar, which is what Theorem E.3 states.

The unit, the origin and the orientation have no effect. Two elementary facts settle the remaining
choices, and Theorem E.1 states them. Let α ̸= 0 be a scalar, let Q be an orthogonal matrix, and let
β be a vector. Replacing every artifact xs by αQxs + β carries every update us to αQus, since the
shift β cancels in the difference. Every inner product between updates is then multiplied by α2, and
any ratio of two of them is unchanged. The unit, the origin and the orientation therefore need not be
fixed. The sketch is the exact count vector over the names multiplied by a matrix with a single entry
±1 per column, in row h(ω) with sign σ(ω). If no two names collide, that matrix preserves every
inner product, as an orthogonal Q preserves them, so the arbitrary choice of h and σ is such a Q up
to the collision term above. Theorem E.1 recovers every inner product between updates from four
distances, so the parts are a way of supplying a distance between artifacts and not the only way.

The granularity and the view. A token, a token pair, and a whole line all satisfy R3 and register
different edits, and the artifact, the proposal and the transcript are three views of the same loop.
Appendix F gives two checks that drop the views that do not belong.

A loop, traced. Table E.1 follows three views of a single loop through the construction of Sec-
tion 3.1 and through the two checks of Appendix F. An agent is asked to stop a parser crashing on
empty input. The repository holds two files. Over three rounds the agent adds a guard to the first,
replaces the guard’s condition and removes surrounding whitespace, and then proposes a rename
that the evaluator rejects. Round 1 adds 7 parts to the artifact view and removes no part, and all of
the added parts are tokens under the path of the first file. The second file contributes 7 parts to every
sketch and appears in no update, which is the cancellation of unchanged parts in (1).
Table E.1: Three views of the same loop. parts counts distinct names in the first and last sketch, and
added and removed count the names whose quantity increased or decreased each round. The last
two columns are the outcomes of the two checks of Appendix F, whether the view’s part quantities
only ever grow and whether the view changes on rejected rounds as much as on accepted ones.

view a part of it parts added removed only grows changes regardless

artifact a token of a file 18→ 24 7, 6, 0 0, 1, 0 no no
transcript a token of a turn 8→ 31 11, 13, 8 0, 0, 0 yes yes
proposal a token of the proposal 22→ 24 6, 0, 1 1, 0, 1 no yes
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Supporting results. The three results below state the invariance of the coherence and its dependence
on distances alone, the guarantee of the sketch, and the equality of the update and the change, on
which the construction above relies.
Theorem E.1 (invariance and the kernel form). (i) For every α ̸= 0, orthogonal Q and vector β,

the artifacts αQxs + β give the same ct.

(ii) Let d be a distance carried by a map of the artifacts into a vector space, so that d(ξ, ξ′) =
∥x − x′∥ for the vectors x and x′ that the map gives, and let the updates be the differences of
those vectors, ut = xt+1 − xt. Then

⟨us, ut⟩ = 1
2

(︂
d2(ξs+1, ξt) + d2(ξs, ξt+1)− d2(ξs+1, ξt+1)− d2(ξs, ξt)

)︂
,

so ct is determined by the distances between artifacts and by nothing else. For the update of (1)
this covers its first two terms, since the third is not a difference of two sketches.

Proof. For the invariance, the update of round s under the mapped artifacts is

(αQxs+1 + β)− (αQxs + β) = αQ(xs+1 − xs) = αQus,

since β cancels. Let zt =
∑︁t

j=0 λ
j , so that Mt = 1

zt

∑︁
j λ

jut−j and Vt = 1
zt

∑︁
j λ

j∥ut−j∥2.
Substituting the mapped updates and using ∥Qv∥ = ∥v∥ for orthogonal Q,

1

zt

∑︂
j

λjαQut−j = αQMt,
⃦⃦
αQMt

⃦⃦2
= α2∥Mt∥2,

1

zt

∑︂
j

λj∥αQut−j∥2 = α2Vt.

Dividing, the factor α2 cancels and ct is unchanged.

For the kernel form, expand d2(x, y) = ∥x− y∥2 = ∥x∥2 − 2⟨x, y⟩+ ∥y∥2 over the four pairs and
add them with the signs of the claim,

d2(xs+1, xt) + d2(xs, xt+1)− d2(xs+1, xt+1)− d2(xs, xt)

= ∥xs+1∥2 − 2⟨xs+1, xt⟩+ ∥xt∥2

+ ∥xs∥2 − 2⟨xs, xt+1⟩+ ∥xt+1∥2

− ∥xs+1∥2 + 2⟨xs+1, xt+1⟩ − ∥xt+1∥2

− ∥xs∥2 + 2⟨xs, xt⟩ − ∥xt∥2.

Every squared magnitude cancels, and collecting the four inner products,

= 2
(︁
⟨xs+1, xt+1⟩ − ⟨xs+1, xt⟩ − ⟨xs, xt+1⟩+ ⟨xs, xt⟩

)︁
= 2 ⟨xs+1 − xs, xt+1 − xt⟩,

which is the stated equality after dividing by two. Both ∥Mt∥2 and Vt are sums of such
inner products with fixed weights, namely ∥Mt∥2 = 1

z2
t

∑︁
j,k λ

j+k⟨ut−j , ut−k⟩ and Vt =
1
zt

∑︁
j λ

j⟨ut−j , ut−j⟩, so both quantities are determined by the distances and so is their ratio.

Theorem E.2 (the sketch preserves the inner products). Let a and b be the exact count vectors of
two artifacts over a common set of names, and let â and b̂ be their sketches. Let the coordinates
h(ω) be pairwise independent, meaning that any two of them are independent though all of them
together need not be, and uniform on the m coordinates, and let the signs σ(ω) be independent and
uniform on {+1,−1} and independent of h. Then

E⟨â, b̂⟩ = ⟨a, b⟩, Var⟨â, b̂⟩ ≤ ∥a∥2∥b∥2 + ⟨a, b⟩2

m
.

Proof. Index the count vectors by the names, so that aω is the quantity of the name ω in the first
artifact. Let âr =

∑︁
ω σ(ω) aω 1[h(ω) = r] and likewise for b̂. Summing over the coordinates and

using
∑︁

r 1[h(ω) = r]1[h(ω′) = r] = 1[h(ω) = h(ω′)],

⟨â, b̂⟩ =
∑︂
ω,ω′

σ(ω)σ(ω′) aωbω′ 1[h(ω) = h(ω′)]. (E.2)
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The signs are independent of the coordinates, so an expectation over both factors into an expectation
over σ times an expectation over h. Take the expectation over σ first. Here E[σ(ω)σ(ω′)] = 1[ω =
ω′], since for ω ̸= ω′ the two signs are independent and each sign has mean zero, while for ω = ω′

the product is σ(ω)2 = 1. Every term with ω ̸= ω′ therefore vanishes, and the terms with ω = ω′

have 1[h(ω) = h(ω)] = 1. So E⟨â, b̂⟩ =
∑︁

ω aωbω = ⟨a, b⟩, whatever h is.

For the second moment, squaring (E.2) and naming the four names of a term ω1, ω2, ω3, ω4,

E⟨â, b̂⟩2 =
∑︂

ω1,ω2,ω3,ω4

E
[︁
σ(ω1)σ(ω2)σ(ω3)σ(ω4)

]︁
aω1bω2aω3bω4

× E
[︁
1[h(ω1) = h(ω2)]1[h(ω3) = h(ω4)]

]︁
.

A product of four independent uniform signs has expectation 1 when every name in it appears an
even number of times and zero otherwise. A name appearing once contributes a mean-zero factor
independent of the rest. For (ω1, ω2, ω3, ω4) that leaves three families, which do not overlap. If
ω1 = ω2, evenness forces ω3 = ω4, and that is the first family. If ω1 ̸= ω2, then ω1 must appear
again among ω3 and ω4, and so must ω2. So either ω3 = ω1 and ω4 = ω2, or ω3 = ω2 and ω4 = ω1,
and those are the second and the third. Only pairs of coordinates enter the expectations below, so
pairwise independence of h suffices.

• ω1 = ω2 and ω3 = ω4. Both indicators equal 1, and the sum is
(︁∑︁

ω aωbω
)︁2

= ⟨a, b⟩2.

• ω1 = ω3 and ω2 = ω4 with ω1 ̸= ω2. Both indicators are 1[h(ω1) = h(ω2)], whose square is
itself and whose expectation is 1/m, and the sum is 1

m

∑︁
ω ̸=ω′ a2ωb

2
ω′ ≤ 1

m∥a∥2∥b∥2.

• ω1 = ω4 and ω2 = ω3 with ω1 ̸= ω2. The indicators again coincide, and the sum is
1
m

∑︁
ω ̸=ω′ aωbωaω′bω′ = 1

m

(︁
⟨a, b⟩2 −

∑︁
ω a2ωb

2
ω

)︁
≤ 1

m ⟨a, b⟩2.

Adding the three and subtracting the square of the mean,

Var⟨â, b̂⟩ = E⟨â, b̂⟩2 − ⟨a, b⟩2 ≤ ∥a∥2∥b∥2 + ⟨a, b⟩2

m
,

which is the stated bound. Omitting the signs replaces E[σ(ω)σ(ω′)] by one in (E.2), so the mean
gains the term

∑︁
ω ̸=ω′ aωbω′E1[h(ω) = h(ω′)] = 1

m

∑︁
ω ̸=ω′ aωbω′ ≥ 0 for non-negative counts,

which is the upward bias.

The hypotheses hold in the model of Appendix E, in which H takes independent uniform values
on distinct names. The coordinate h uses the bits of H(ω) above the lowest and the sign σ uses
the lowest bit, so the two are independent, and the range of ⌊H(ω)/2⌋ is a power of two and so a
multiple of the dimension m = 256, which makes h exactly uniform.
Theorem E.3 (the update is the change). Let S(Pt) and S(Pt+1) be the sketches of the parts at the
two ends of round t. Then the first two terms of (1) equal S(Pt+1)− S(Pt) exactly, and the number
of non-zero terms in that difference is the number of names whose quantity changed, so computing
them costs a single pass over the change and nothing over the unchanged parts. Dividing the update
by a scalar, such as the square root of the mean number of parts, keeps both statements up to that
scalar.

Proof. Let Pt and Pt+1 be the sets of parts of the two artifacts, and for a name ω let aω and
bω be its quantity in each artifact, zero where the name is absent. By (E.1) the two sketches are
S(Pt) =

∑︁
ω σ(ω) aω eh(ω) and S(Pt+1) =

∑︁
ω σ(ω) bω eh(ω), with er the r-th coordinate vector.

Subtracting the two,

S(Pt+1)− S(Pt) =
∑︂
ω

σ(ω) bω eh(ω) −
∑︂
ω

σ(ω) aω eh(ω) =
∑︂
ω

σ(ω) (bω − aω) eh(ω),

and every name with bω = aω contributes the zero vector, so the sum ranges over the names whose
quantity changed. Splitting that sum by the sign of bω−aω gives the sketch of the parts added minus
the sketch of the parts removed, which are the first two terms of (1). The number of non-zero terms
is the number of names whose quantity changed, which is the size of the change. Dividing the whole
update by a scalar multiplies every term by that scalar, so the equality and the number of terms are
preserved up to it.
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F LOOPSTOP in Detail

The bound on yk. The coherence lies in [0, 1] by Appendix D.2, and wk−1 ≥ (1 − λ)/(1 + λ)
at every change because wk decreases to that limit. So yk = ck/wk−1 lies in [0, B] with B =
(1 + λ)/(1− λ). The contribution at the fixed reference value κ, which is κ− yk, therefore lies in
the interval [κ − B, κ] of length B, and the adaptive contribution κk − yk lies in [1 − B, κ], since
1 ≤ κk ≤ κ. The first change has y1 = 1 whatever its direction, since a single update has coherence
1 and w0 = 1, so ȳ1 = 1 and the first change carries no evidence about the direction.

The score of a round that changed nothing. After the warm-up such a round is a change of
magnitude zero. It enters the smoothed statistic at the value 1 of a path with no common direction,
so that ȳ− 1 is multiplied by λ on every such round, and it scores κ−min{ȳ, κ}. Since ȳ1 = 1 and
every later revision keeps ȳ ≥ λ ȳ > 0, the score lies in [0, κ). It is zero while the recent changes
still show a direction at or above κ, it is κ − 1 when ȳ = 1, and it exceeds κ − 1 when the recent
changes canceled more than chance, so that ȳ < 1. Let ȳ0 denote the smoothed statistic at the last
change and count the unchanged rounds after it as j = 1, 2, . . . , so that ȳj = 1 + λ j(ȳ0 − 1). If
ȳ0 ≥ 1 then ȳj ≥ 1 and the score of round j is κ−min{ȳj , κ} ≥ κ− ȳj = κ− 1−λ j(ȳ0− 1), and
if ȳ0 < 1 then ȳj < 1 and the score is κ− ȳj > κ− 1. In both cases the score of the j-th unchanged
round is at least κ−1−λ j(ȳ0−1)+. Summing over j = 1, . . . , n and using

∑︁n
j=1 λ

j ≤ λ/(1−λ),
n∑︂

j=1

(︁
κ−min{ȳj , κ}

)︁
≥ n (κ− 1)− (ȳ0 − 1)+

λ

1− λ
.

The sum Λt of (3) is at least the sum without the floor of its contributions from any round on, since
the floor at zero can only raise it, so a loop that has stopped changing after its warm-up reaches Λ∗
within ⌈(Λ∗ + (ȳ0 − 1)+λ/(1− λ))/(κ− 1)⌉ unchanged rounds. At the setting used, where κ = 3,
Λ∗ = 5, λ = 2/3 and B = 5, that is ⌈5/2⌉ = 3 rounds from ȳ0 ≤ 1 and at most ⌈(5 + 8)/2⌉ = 7
rounds from any ȳ0 ≤ B, since (B − 1)λ/(1 − λ) = 8. The fade from ȳ0 = B to below κ takes
⌈log((B − 1)/(κ− 1))/ log(1/λ)⌉ = 2 rounds there, since 1 + 4 (2/3)2 = 25/9 < 3.

The mean of yk under a common direction and the threshold r∗k(κ
′). Dividing the equal-

ity of Theorem 2 by wk−1, the mean of yk under the mean-ratio approximation is E[yk] =
(r + wk−1)/(wk−1(r + 1)). Differentiating in r, and omitting the index on w for the moment,

d

dr

r + w

w (r + 1)
=

1

w
· (r + 1)− (r + w)

(r + 1)2
=

1− w

w (r + 1)2
> 0,

since w < 1 after the first update. So E[yk] increases strictly in r, from the value 1 at r = 0 to the
limit 1/w as r grows. Let κ′ be a reference value held fixed, with 1 ≤ κ′ ≤ κ. Multiplying the
inequality E[yk] > κ′ by the positive factor w(r + 1) and collecting the terms in r,

r + w > κ′ w r + κ′ w ⇐⇒ r
(︁
1− κ′ w

)︁
> w (κ′ − 1).

The right side is non-negative. If κ′ w ≥ 1 the left side is at most zero and the inequality holds at no
r ≥ 0. If κ′ w < 1 then dividing by 1− κ′w > 0 makes the inequality r > r∗k(κ

′) with

r∗k(κ
′) =

wk−1 (κ
′ − 1)

1− κ′ wk−1
. (F.1)

At κ′ = 1 the right side is zero and r∗k(1) = 0, so every common direction keeps the sum from
accumulating. The threshold is stated for a reference value held fixed because the adaptive reference
value κk of Section 3.3 is computed from the demonstrated peak, which includes the smoothed value
of the current change. Hence κk and yk are not independent, and the mean of κk − yk is not a fixed
value minus the mean above. The adaptive reference value lies between the fixed values 1 and κ,
which is what Theorem 3 uses. Along a window of consecutive changes k1, k1 + 1, . . . the settled
coherence wk−1 decreases in k by Theorem 2, and the mean (r/w + 1)/(r + 1) decreases in w at a
fixed r, so the mean of yk increases along the window and is smallest at its first change k1. Likewise
r∗k(κ

′) increases in wk−1 at a fixed κ′, since its derivative in w is (κ′ − 1)/(1 − κ′w)2 ≥ 0, so the
threshold is largest at k1 and decreases along the window. That is why δ in Theorem 3(i) may be
taken as E[yk1

]− κ, which is positive exactly when r > r∗k1
(κ).

The algorithm over a family of views. Algorithm F.1 is Algorithm 1 run over K candidate views
at once, where a view is defined in Appendix E, with two checks deciding which views enter the
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round’s minimum. Each view carries its own number of changes, coherence, smoothed statistic and
demonstrated peak, formed as in Algorithm 1. Both checks are run at every round t on the rounds up
to t, so the set of admitted views is a function of the observations up to t, as Assumption 1 requires.
The first check drops a view while it has made at least τ changes without ever lowering the quantity
of a part, and admits it again the first time it removes a part. The second check drops a view once
the loop has rejected at least n0 proposals and accepted at least one on which the view changed, and
the share φ of the view’s update magnitudes that the accept decision accounts for, defined below,
is below 1/2. If every view is dropped, all views are kept. A round on which some admitted view
changed contributes the smallest κk − yk over those views past their warm-up. A round on which
no admitted view changed contributes κ −min{maxj ȳ

(j), κ} once every admitted view is past its
warm-up, with each view’s smoothed statistic faded toward 1 as in Algorithm 1. Before that, the
pre-warm-up pace of Algorithm 1 applies, with the gap counted between rounds on which some
admitted view changed. There is no separate procedure on the accept decisions.

The statistic that the second view check thresholds. For the updates u of a view, let

φ = 1− mean of ∥u∥2 over the rejected rounds
mean of ∥u∥2 over the accepted rounds

.

The view is dropped when φ < 1
2 , which is the midpoint of its range. The denominator is positive

once an accepted round has changed the view, and until then the check does not apply and leaves
the view admitted, as on a loop that rejects its first n0 proposals. The statistic is 1 when a rejected
round leaves the view unchanged, as happens for the artifact that the loop delivers. It is zero when
the view changes by as much on a rejected round as on an accepted round, as a proposal changes.

Algorithm F.1: LOOPSTOP over a family of views. It holds a vector and 6 scalars per
view.

given: a memory τ , a tolerated delay D, a minimum count n0 of rejected rounds, and candidate views 1, . . . ,K
over everything the loop leaves, namely the artifact, the transcript, tool output, and scratch files

1 λ, κ, ρ and Λ∗ from τ and D as in Algorithm 1;
2 Λ← 0, G← 0, r ← 0, and M(j) ← 0, V (j) ← 0, z(j) ← 0, k(j) ← 0, y∗(j) ← 1, ȳ(j) ← 1 for each view j;
3 for each round t = 1, 2, . . . do
4 take the artifact of every view that the round leaves, and u(j) ← the update of (1) on view j;
5 for each view j with u(j) ̸= 0 do
6 k(j) ← k(j) + 1, M(j) ← λM(j) + u(j), V (j) ← λV (j) + ∥u(j)∥2, z(j) ← λz(j) + 1;
7 y(j) ← ∥M(j)∥2/(z(j)V (j)wk(j)−1), ȳ(j) ← y(j) if k(j) = 1, else

ȳ(j) ← λȳ(j) + (1− λ)y(j), y∗(j) ← max(y∗(j), ȳ(j)) once k(j) ≥ τ ;

8 J ← the views that neither check drops on the rounds up to t, where a view is dropped while k(j) ≥ τ and it
has not lowered the quantity of any part, and once the loop has rejected n0 rounds and accepted a round on
which the view changed and its share φ(j) < 1

2
, and if every view is dropped, J ← all views;

9 if some view j ∈ J has u(j) ̸= 0 then
10 if some such view has k(j) > τ then

Λ← max
(︁
0, Λ +minj∈J, u(j) ̸=0, k(j)>τ

(︁
min{κ, 1 + ρ (y∗(j) − 1)} − y(j)

)︁)︁
, the reference

value κk of Section 3.3;
11 else G← max(G, t− r), r ← t, Λ← 0;
12 else
13 if every j ∈ J has k(j) ≥ τ then ȳ(j) ← λ ȳ(j) + (1− λ) for j ∈ J ,

Λ← max
(︁
0, Λ + κ−min{maxj∈J ȳ(j), κ}

)︁
;

14 else Λ← Λ + 1/(2max{G,D});
15 if Λ ≥ Λ∗ then
16 return stop, and deliver the artifact of round t+ 1;

The cost of the two checks when they are wrong. The first check can be wrong, and its cost is
at most the delay that the retained views add, since the algorithm keeps every view if all views are
dropped. An artifact that has made only additions up to a round cannot be distinguished from a
view that removes nothing, so it is dropped until its first removal, and the mistake delays admission
without excluding the view. A loop’s transcript is appended and not revised, so the first check drops
it at its τ -th change and does not admit it again. The list of removed parts that (1) forms tells the
first check whether some part’s quantity decreased, so the check costs nothing beyond the update.
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G How the Constants of LOOPSTOP Follow from Its Two Settings

Algorithm 1 has two settings, and five constants follow from them. The memory τ is a number of
changes and the tolerated delay D a number of rounds. The variance of the decay-weighted average
fixes the decay factor, solving (F.1) at r∗ = 1 fixes the reference value, and the delay bound of
Theorem 3(ii) at D for a peak of 1+(κ−1)/ρ or above fixes the threshold, so all three are functions
of the two settings. The slope is fixed by the convention ρ = τ/2, which no derivation fixes and
which places the cap at a demonstrated peak of 2 − 1/τ , and the warm-up is the round of the τ -th
change,

κ =
τ + 1

2
, ρ =

τ

2
, Λ∗ =

(τ − 1)D − (τ + 1)

2
, t0 = the round of the τ -th change,

(G.1)
which at τ = 5 and D = 4 are κ = 3, ρ = 5/2 and Λ∗ = 5, with λ = (τ − 1)/(τ + 1) = 2/3
and a settled coherence w = 1/τ . A loop whose demonstrated peak p lies below 1 + (κ − 1)/ρ
has D(κ− 1)/(κ(p)− 1) rounds of delay instead, which grows without bound as p decreases to 1.
Nothing in (G.1) depends on the task, the artifact kind, or the quality, which is why a single setting
serves every family, and Appendix I.3 gives the values used and what changing them costs.

The memory is the number of equally weighted updates with the variance of the decay-
weighted average. The weights λj in Mk and Vk sum to 1/(1−λ), and the variance of the average
that they form equals that of an unweighted average over as many updates as the squared sum of
the weights divided by the sum of their squares. To see this, let the updates be independent with a
common variance v per coordinate and let gj = λj/

∑︁
i λ

i be the normalized weights, which sum
to 1. The weighted average

∑︁
j gjuj then has variance

∑︁
j g

2
j v per coordinate, and an unweighted

average of n updates has variance v/n, so the two agree at n = 1/
∑︁

j g
2
j = (

∑︁
j λ

j)2/
∑︁

j λ
2j .

Summing the two geometric series,(︁∑︁
j≥0 λ

j
)︁2∑︁

j≥0 λ
2j

=
(1− λ)−2

(1− λ2)−1
=

(1− λ)(1 + λ)

(1− λ)2
=

1 + λ

1− λ
= τ,

and solving for the decay factor gives λ = (τ−1)/(τ+1). The settled coherence w = (1−λ)/(1+λ)
is then 1/τ , and the range B = 1/w of yk is τ itself. A short memory lets the statistic follow a change
in the common direction within a few changes and makes yk noisy, since it averages few updates.
A long memory has the opposite effect and delays the stop by about the memory, since the updates
taken before settling stay in the average. Directional evidence needs at least two changes in the
window, so the memory should cover a few changes and no more. At τ = 5 the range of yk is [0, 5]
instead of the range [0, 2] that a memory of two would give. The reference value κ = (τ + 1)/2 of
a mean update as large as the noise then lies two units above the value 1 of a path with no common
direction instead of half a unit, which leaves a margin between the two for the noise of the statistic.

The reference value is the mean of yk at the smallest signal-to-noise ratio to be detected. Let
r∗ denote that ratio. Multiplying (F.1) at κk = κ by 1− κw and collecting the terms in κ,

r∗ − κw r∗ = κw − w ⇐⇒ r∗ + w = κw (r∗ + 1),

and dividing by w(r∗ + 1) > 0 gives

κ =
r∗ + w

w (r∗ + 1)
. (G.2)

By Theorem 2 that value is the mean of yk in the limit of many changes at the signal-to-noise ratio
r∗, so a loop tested at κ accumulates evidence exactly while its signal-to-noise ratio lies below r∗.
The value increases in r∗ from one at r∗ = 0 towards B as r∗ grows, so every choice of r∗ gives a
κ with κw < 1. The choice r∗ = 1 makes LOOPSTOP accumulate evidence once the mean update
of a change is smaller than its noise. Substituting r∗ = 1 and w = 1/τ ,

κ =
1 + 1/τ

(1/τ) · 2
=

(τ + 1)/τ

2/τ
=

τ + 1

2
,

which is the first part of (G.1) and equals 3 at τ = 5. The constraint κw < 1 then holds for every
memory τ > 1, since κw = (τ + 1)/(2τ), and it holds for the adaptive reference value as well
because κk ≤ κ.
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The slope is a convention for how much of a demonstrated peak counts as a direction. The
reference value κk of Section 3.3 runs from 1 at a demonstrated peak of 1 to κ at a peak of 1+ (κ−
1)/ρ, and it is κ at every larger peak. Solving for the peak at which the cap takes over,

1 + ρ (y∗ − 1) = κ ⇐⇒ y∗ = 1 +
κ− 1

ρ
,

which at κ = 3 and ρ = 5/2 is 9/5. That lies two fifths of the distance from a path with no common
direction, where y∗ = 1, to a path whose mean update is as large as its noise, where y∗ = κ = 3.
A loop is therefore tested for a mean update below its noise, r < 1, once it has shown two fifths of
that much direction, and for a smaller mean update below it. Neither (F.1) nor (G.1) determines ρ,
and the convention ρ = τ/2 is what places the cap at the peak 2 − 1/τ . A larger ρ reaches the cap
sooner and recovers the value κ on every loop that ever showed any direction, and ρ = 0 holds every
loop at κk = 1.

The threshold is set from the delay tolerated after settling. Theorem 3(ii) bounds the expected
number of rounds from settling to the stop by (Λ∗ + κ)/(κ(p) − 1), at a demonstrated peak of
p or above, for a loop whose smoothed statistic has faded to 1 and stays at or below 1. For any
loop at the cap the bound is at most (Λ∗ + κ + λ(B − 1)/(1 − λ))/(κ − 1 − λ) = 12 rounds
at the setting used, since ȳ ≤ B and since ε, which bounds the conditional mean of (yk − 1)+

in the proof of Theorem 3(ii), is at most 1 under Assumption 3. The last inequality holds because
for y ≥ 0 the positive part obeys (y − 1)+ = (y − 1) + (1 − y)+ ≤ (y − 1) + 1 = y, so that
E[(yk − 1)+] ≤ E[yk] ≤ 1. Setting the first bound, which is the bound for a loop whose statistic has
faded to 1 and stays there, equal to the delay D for a loop that has reached the cap, where κ(p) = κ,
and solving for the threshold,

Λ∗ + κ

κ− 1
= D ⇐⇒ Λ∗ = (κ− 1)D − κ,

and substituting κ = (τ + 1)/2,

Λ∗ =
τ − 1

2
D − τ + 1

2
=

(τ − 1)D − (τ + 1)

2
,

which is the third part of (G.1). It is positive for D > (τ + 1)/(τ − 1), which is D > 3/2 at
τ = 5, and it equals 2D − 3 there, so D = 4 gives Λ∗ = 5. That is the smallest delay at which no
single round can reach the threshold, since Λ∗ = 5 > κ = 3. With D = 3 the threshold would be
Λ∗ = 3 = κ, so a single changing round with yk = 0 at the cap, which contributes exactly κ, would
stop the loop by itself. A budget stated as a cost becomes D after division by the cost of a round.

The same threshold on a loop that has demonstrated less. Substituting the threshold back into
the bound of Theorem 3(ii) at a demonstrated peak of p, under the same two cases,

Λ∗ + κ

κ(p)− 1
=

(κ− 1)D

min{κ, 1 + ρ (p− 1)} − 1
=

⎧⎨⎩
D p ≥ 1 + (κ− 1)/ρ,

(κ− 1)D

ρ (p− 1)
1 < p < 1 + (κ− 1)/ρ,

(G.3)

which grows as 1/(p − 1) and exceeds every finite value as p decreases to 1. At p = 1 no bound
exists, since there κk = 1 makes the mean contribution 1 − E[yk], which Assumption 3 allows to
be zero. The guarantee that remains at p = 1 is part (i) of Theorem 3, which holds at every peak.
It holds because κk ≤ κ pointwise, so raising the reference value from κk to κ can only make the
algorithm stop sooner. Such a loop is stopped in practice by a measured yk < 1 instead of yk = 1,
and by its unchanged rounds after the warm-up. Each unchanged round contributes κ−min{ȳ, κ},
which is κ − 1 once the direction has faded, so at most ⌈(Λ∗ + (ȳ − 1)+λ/(1 − λ))/(κ − 1)⌉ of
them suffice from a smoothed statistic of ȳ, as Appendix F derives, however little direction the loop
ever showed. Before the warm-up the unchanged rounds are scored at the loop’s own pace, as the
next paragraph states, so a loop that stops after fewer than τ changes is stopped as well.

The warm-up is the τ -th change. Before the τ -th change the averages Mk and Vk hold fewer
updates than the memory, so a single large first update dominates yk and LOOPSTOP would judge
the loop on its first change. Let t0 be the round of the τ -th change. The demonstrated peak and the
unchanged rounds count from t0 on, and the changing rounds count from the next change on. The
first contribution of a change then averages as many changes as every later change, and no loop is
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stopped before its statistic has been formed at the whole memory. A loop that accepts fewer than
τ changes over its horizon is therefore not stopped by its changes. The visible-tests scenarios of
BigCodeBench-Hard are such loops, and the rounds that changed nothing carry the evidence there,
at the pace of the next paragraph.

Before the warm-up the loop’s own gaps set the pace. Let Gk denote the longest of the k gaps
in rounds between consecutive changes up to and including the k-th change, the first gap counted
from round 0, with G0 = 0, and let Rk = 2Λ∗max{Gk, D}. Before the τ -th change, an unchanged
round adds 1/(2max{Gk, D}) = Λ∗/Rk to the sum, so the sum reaches Λ∗ on the Rk-th rejected
round since the last change. A change before or at the warm-up resets the sum to zero, since a change
is evidence against settling and since the sum from t0 on is the sum of the previous paragraphs. The
floor is D because the algorithm already tolerates D rounds without a change after settling, so a
shorter gap says nothing about how rarely the loop accepts. The run is 2Λ∗ gaps for two reasons.
At a gap of g rounds about g rejected rounds pass per change, so a rejected round carries about 1/g
of the evidence of a change against a further change, and Λ∗ gaps match the threshold. The longest
of at most τ − 1 gaps is an estimate that the run has to exceed by a margin, which the factor two
supplies. Theorem G.1 states the two consequences. A loop that stops changing after k < τ changes
is stopped Rk rounds after its last change, and a loop whose evaluator keeps accepting at a constant
rate ν is stopped in this manner before its warm-up with probability at most (1− ν)40 + 0.14 at the
setting used. That probability is 0.15 at the rate of 1 proposal in 10 that the strict evaluators of the
experiments accept.
Theorem G.1 (the stop before the warm-up). Let Gk be the longest of the k gaps in rounds between
consecutive changes up to and including the k-th change, the first gap counted from round 0 and
G0 = 0, and let Rk = 2Λ∗max{Gk, D}.

(i) A loop whose last change is its k-th, at round rk, with k < τ , is stopped at round rk + Rk at
the latest, and a loop that does not change is stopped at round 2Λ∗D at the latest.

(ii) If every accepted proposal changes the artifact, and the accept decisions A1, A2, . . . of the
rounds after round 0 are independent with P(At = 1) = ν and independent of the statis-
tics, the probability that the loop is stopped before its τ -th change is at most (1 − ν)2Λ

∗D +∑︁τ−1
k=1

(︁
k/(2Λ∗ + k)

)︁k
, and at most τ (1− ν)2Λ

∗D.

Proof. Part (i). After the change at round rk the sum is zero. Every later round changes nothing
and adds 1/(2max{Gk, D}) = Λ∗/Rk, and Rk does not change since no change arrives, so after
Rk such rounds the sum is Λ∗ and the algorithm stops the loop at round rk + Rk, unless it stopped
earlier. A loop that does not change has G0 = 0 and R0 = 2Λ∗D, and the same count from round 0
gives the second claim.

Part (ii). Let g1, g2, . . . be the gaps between consecutive changes, each counted in rounds up to
and including the next change, with g1 counted from round 0. Under the hypothesis each gap is the
number of independent accept decisions at rate ν up to and including the first acceptance, so the gaps
are independent and each gap has the geometric distribution starting at 1, with P(g > m) = (1−ν)m

for every integer m ≥ 0 and P(g = m) = ν(1 − ν)m−1 for every m ≥ 1. The loop is stopped
before its τ -th change only if g1 > R0 or if gk+1 > Rk for some k from 1 to τ − 1, with strict
inequalities because the Rk-th unchanged round after the k-th change is itself not a change, so a stop
there means that the next change came more than Rk rounds after the k-th. Here Rk is a function of
g1, . . . , gk alone. The probability of a union is at most the sum of the probabilities, so

P(stopped before the τ -th change) ≤ P(g1 > R0) +

τ−1∑︂
k=1

P(gk+1 > Rk).

The first term is (1− ν)2Λ
∗D. For the k-th term, conditioning on g1, . . . , gk and using the indepen-

dence of gk+1, P(gk+1 > Rk | g1, . . . , gk) = (1 − ν)Rk . Since Rk ≥ 2Λ∗D on every path, this is
at most (1− ν)2Λ

∗D, which gives the second bound after adding the first term. For the first bound,
the longest of k gaps is at least their mean, so Rk ≥ 2Λ∗Gk ≥ (2Λ∗/k) (g1 + · · · + gk), and with
x = 1− ν and a = 2Λ∗/k,

E
[︁
(1− ν)Rk

]︁
≤ E

[︂ k∏︂
i=1

xagi
]︂

=

k∏︂
i=1

E
[︁
xagi

]︁
,
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by the independence of the gaps. Summing the geometric series, for a gap g with P(g = m) =
(1− x)xm−1 at every m ≥ 1,

E
[︁
xag

]︁
=

∑︂
m≥1

(1− x)xm−1 xam =
(1− x)xa

1− xa+1
≤ 1

1 + a
,

where the last step is the inequality 1− xa+1 ≥ (a+ 1) (1− x)xa for x ∈ (0, 1] and a ≥ 0, which
holds since f(x) = 1−xa+1−(a+1)(1−x)xa has f(1) = 0 and f ′(x) = −(a+1) a (1−x)xa−1 ≤
0, so that f ≥ 0 on (0, 1]. With 1/(1 + a) = k/(2Λ∗ + k) the k-th term is at most (k/(2Λ∗ + k))k,
which gives the first bound. At the setting used, where Λ∗ = 5 and τ = 5, the four terms are
1/11 + (2/12)2 + (3/13)3 + (4/14)4 = 0.091 + 0.028 + 0.012 + 0.007 = 0.14, and the first term
is 0.940 = 0.015 at ν = 1/10.
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H Prompt Templates

Every model call of every family uses the templates below, with thinking off on Qwen3.5, the sys-
tem message Reply with JSON only. except where a template says otherwise, and the model’s
own sampling settings. Angle brackets mark what the harness fills in. The reference solution, the
hidden tests, the simulator’s cost and the optimal gains appear in no prompt, and a check on ev-
ery prompt refuses the words by which the harness knows them. The simulation-based evaluators
of the two controller families, the visible-tests evaluator of BigCodeBench-Hard and the validation
check of MLAgentBench-Kaggle are programs, described in Table I.2, and make no model call. The
MLAgentBench-Kaggle roles are called through the Claude command-line interface with no tools,
a thinking budget of 1,024 tokens, and the same system messages. The lines of every template are
wrapped to the page width, so a line break inside a sentence belongs to the page and not to the string
that the model receives.

H.1 Cruise Control

The scenario, shared by every role:

You are tuning the cruise control on a car.

The driver has set it to 100 km/h. The road turns uphill, the car slows

to

95 km/h, and the controller has to bring it back to 100 and hold it

there for

the

rest of the climb.

Ten times a second the controller looks at two things:

* the speed error: how far the speed is from 100 km/h right now, in

km/h

* the accumulated speed error: the running total of that error since

the

climb

began, which grows the longer the car stays off the set speed

and asks for an acceleration, in m/s^2:

acceleration = -(k1 * speed_error + k2 * accumulated_speed_error)

k1 answers the gap right now. Raise it and the car pulls back toward 100

km/h

harder and sooner.

k2 answers how long the car has been off the set speed. Without it the

car

would

sit a little under 100 km/h for the whole hill without arriving. Raise

it

and that leftover gap closes faster.

Set them too low and the car crawls back, spending most of the climb

below the

set speed. Set them too high and it shoots past 100 km/h, dips below,

shoots

past

again, and beyond a point those swings grow instead of dying away. The

accelerations asked for also matter: a setting that recovers quickly by

demanding

very hard acceleration is uncomfortable to ride in.

The generator, with no evaluator or under a model evaluator:

<scenario>

Current setting: k1 = <k1>, k2 = <k2>
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Propose one revised setting.

Answer with exactly {"k1": <number>, "k2": <number>}

The generator under an inspector, which carries out the inspector’s sentence within a band of a factor
of two on each gain:

<scenario>

Current setting: k1 = <k1>, k2 = <k2>

A reviewer has looked at this setting and says:

<the inspector’s sentence>

Carry that out. Propose the revised setting.

One step at a time: you may not multiply or divide either gain by more

than 2 in this step, so k1 must stay between <k1/2> and <2 k1>, and k2

between <k2/2> and <2 k2>. Choose where inside that range the reviewer’s

wording puts you.

Answer with exactly {"k1": <number>, "k2": <number>}

The model evaluator, shown both settings and their simulated responses:

<scenario>

Current setting: k1 = <k1>, k2 = <k2>

Proposed setting: k1 = <k1’>, k2 = <k2’>

Simulated response to a 5 km/h speed drop, computed independently:

current setting: settles in <s> s, overshoots by <o> km/h,

peak acceleration <a> m/s^2

proposed setting: settles in <s’> s, overshoots by <o’> km/h,

peak acceleration <a’> m/s^2

Accept the proposed setting only if it would hold the set speed better

overall, counting both how quickly speed error is removed and how much

acceleration is used.

Answer with exactly {"accept": true} or {"accept": false}

The inspector, which names a gain, a direction and a magnitude word chosen from three, from
which the harness forms the sentence that the generator receives (for example Increase k2
moderately.):

<scenario>

Current setting: k1 = <k1>, k2 = <k2>

You inspect this setting for the engineer who will change it. Name the

one gain most in need of change, which way to move it, and how far. Do

not give a number.

Answer with exactly {"gain": "k1" or "k2", "direction": "increase" or

"decrease", "magnitude": "slightly" or "moderately" or "substantially"}

H.2 Cart-Pole

The scenario, shared by every role:

You are tuning the controller that balances a pole upright on a

motorized

cart.

The pole is hinged on top of the cart and falls over unless the cart

moves

under

it. The cart runs on a straight track. When the pole is knocked a few

degrees

off upright, the controller has to bring the pole back to vertical and

the
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cart

back to the middle of the track, and hold both there.

Twenty times a second the controller looks at four things:

* the cart’s position: how far it sits from the middle of the track,

in

metres

* the cart’s speed, in metres per second

* the pole’s tilt: how far it leans from upright, in radians

* the pole’s tilt rate: how fast the lean is changing, in radians per

second

and asks for a force on the cart, in newtons:

force = -(k1 * position + k2 * speed + k3 * tilt + k4 * tilt_rate)

k3 and k4 answer the pole. Raise them and the cart moves under a leaning

pole

harder and sooner. k1 and k2 answer the cart. Because the cart has to

move

away

from the middle first to catch the pole, a controller of this kind has

k1 and

k2

negative and k3 and k4 positive, and the size of each gain is what

tuning

sets.

Set the gains too low and the pole falls. Set some too high and the cart

overshoots and the pole swings from side to side, and beyond a point

those

swings

grow instead of dying away. The forces asked for also matter: a setting

that

recovers quickly by demanding a very hard push is hard on the motor.

The generator, the model evaluator and the inspector follow the cruise-control templates with four
gains in place of two and with the band of a factor of two applied to the size of each gain. The
simulated response to a five-degree knock of the pole is reported as its recovery time, cart travel
and peak force, and the acceptance criterion is “only if it would balance the pole and hold the cart
in the middle better overall, counting how quickly the system recovers, how far the cart travels,
and how much force is used”. The inspector is also shown the simulated response of the current
setting, and its answer names a single gain of the four, a direction and a magnitude word, rendered
as <Direction> the size of <gain> <magnitude>.

H.3 ARC-AGI

The scenario, shared by every role, is followed by the task’s training pairs, each rendered one row
per line with the digits of a row separated by spaces:

You are solving a visual puzzle on a grid of colored cells, where each

cell

holds a digit from 0 to 9 and each digit is a color. The puzzle shows a

few

training examples, each an input grid and the output grid that the

hidden rule

produces from it. The same rule turns the test input into the test

output.

Your

job is to work out the rule from the examples and produce the output

grid for

the test input. Grids are written one row per line, the digits of a row

separated by spaces.

Example 1 input:

<grid>
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Example 1 output:

<grid>

...

Test input:

<grid>

The generator asks Produce the output grid for the test input. on the first round and,
on later rounds,

Your current output grid:

<grid>

Produce one revised output grid.

Answer with exactly {"grid": [[<digits of row 1>], [<digits of row 2>],

...]}, every row a list of integers 0 to 9.

Under an inspector the middle line becomes A reviewer has looked at this grid and
says: <sentence>. Carry that out. Produce the revised output grid.

The model evaluator:

Grid A, currently kept:

<grid>

Grid B, proposed replacement:

<grid>

Replace A with B only if B is closer to the output that the rule of the

examples

produces from the test input.

Answer with exactly {"accept": true} or {"accept": false}

The inspector:

Current output grid:

<grid>

You inspect this grid for the solver who will change it. Name the one

region that looks most wrong, by its rows and columns counted from 1,

and say in one short sentence what is wrong there. Do not give the

corrected cells.

Answer with exactly {"rows": "<r1>-<r2>", "cols": "<c1>-<c2>",

"problem": "<one sentence>"}

The sentence passed on is Rows <r1>-<r2>, columns <c1>-<c2>: <problem>.

H.4 BigCodeBench-Hard

The generator’s system message is You are a Python programmer. Reply with code
only, in one ‘‘‘python block. Its user message opens with the task’s instruction from
BigCodeBench-Hard and, on the first round, asks Write the complete solution. On later
rounds:

<task instruction>

Current solution:

‘‘‘python

<the file the loop holds>

‘‘‘

Result of the checks you can see: <passed> of <total> passed.

FAILED <test name>: <message>

...

Revise the solution to fix what failed.

Return the entire file, including imports and the function definition.
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The checks shown are the visible two fifths of the task’s tests and not the hidden ones. Under an
inspector the request becomes A reviewer says: <sentence>. Apply that and return
the complete revised solution.

The model evaluator and the inspector use the JSON system message:

<task instruction>

Version A (currently kept):

‘‘‘python

<file>

‘‘‘

Version B (proposed replacement):

‘‘‘python

<file>

‘‘‘

Replace A with B only if B is a better solution to the task above.

Answer with exactly {"accept": true} or {"accept": false}

<task instruction>

Current solution:

‘‘‘python

<file>

‘‘‘

Name the single most important thing to change about this solution so

it better solves the task. One sentence, no code.

Answer with exactly {"change": "<one sentence>"}

H.5 MLAgentBench-Kaggle

The generator’s system message is that of BigCodeBench-Hard. Its user message opens with the
task’s brief, which holds the benchmark’s summary and instructions for the task, its data description,
and what the script must print and save, followed by the rule of the editable section:

Task: <the benchmark’s summary of the task>

The benchmark’s instructions: <the benchmark’s task description>

Data description:

<the benchmark’s data description>

The script runs in a folder that holds train.csv and test.csv. It must

print the line ’<Validation MAE or Validation Accuracy>: <number>’ for

its validation split of train.csv and write submission.csv for every row

of test.csv. Only the standard library, numpy, pandas and scikit-learn

are installed.

The script below is fixed except for the editable section between the

markers. Only that section can change. It runs after the rows of

train.csv are loaded, and the fixed part after it prints the scores and

writes submission.csv from prepare(test rows) and model.predict.

Here train.csv holds the visible four fifths of the task’s rows and test.csv the features of
the hidden fifth without their answers. On the first round the message continues with the bench-
mark’s starter script, its editable section holding the benchmark’s feature list and the model left for
the generator to fill in, and asks Write the editable section so that it prepares the
features, trains a model and sets the printed scores. On later rounds:

Script:

‘‘‘python

<the fixed scaffold with the section the loop holds between the markers>

‘‘‘

What it printed when run:
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<Validation MAE or Validation Accuracy>: <the printed value>

Last lines printed:

<the last six lines the script printed>

Improve the editable section so that its validation score gets better,

by changing the features, the model, or its settings.

Return the complete editable section only, in one ‘‘‘python block,

without the markers.

A script that failed is reported as The script did not run to completion: <error> in
place of its validation line. Under an inspector the request becomes A reviewer says:
<sentence>. Apply that to the editable section.

The family uses two versions of this message, and the difference is a single block. The four
tabular tasks run with the message above, which shows the generator only the script the loop holds
and what it printed, so a proposal that the evaluator did not keep leaves no trace in the next message.
The two image tasks run with a second version that adds, before the request, what the rejected
proposal’s own run printed, as the person running the loop would see it before trying again:

Your previous proposal was not kept. What it printed when run:

<its validation line, or The script did not run to completion: <error>>

Last lines printed:

<the last six lines it printed>

The block was added for the image tasks because of identify-contrails, whose starter trains a segmen-
tation model and whose first proposals fail on tensor shapes. There the first version repeated itself,
since under the validation check the generator, shown nothing of its rejected proposal, returned the
same failing section on every round, for all 60 rounds in two of the first loops. The tabular tasks had
run before the block existed, and their scripts run in seconds on features and a model, where the first
version produced running scripts from the first round. The block changes what the generator sees
and therefore the loop’s proposals. A loop under the second version accepts more changes under the
validation check, since the generator abandons a rejected proposal instead of repeating it. The two
versions are therefore reported as a difference between the tabular and the image tasks of the same
family, and every rule is scored on the same loops under either version.
The model evaluator uses the JSON system message and receives the brief and the rule followed by:

Editable section A, currently kept:

‘‘‘python

<the section the loop holds>

‘‘‘

What the script printed with A:

<its validation line and last lines, as above>

Editable section B, proposed replacement:

‘‘‘python

<the proposed section>

‘‘‘

What the script printed with B:

<its validation line and last lines, as above>

Replace A with B only if B is more likely to predict the unseen rows of

test.csv better.

Answer with exactly {"accept": true} or {"accept": false}

The inspector receives the brief and the rule followed by:

Editable section under review:

‘‘‘python

<the section the loop holds>

‘‘‘

What the script printed:

<its validation line and last lines, as above>

Check this section. If nothing should change, say so. Otherwise name the

one change most likely to make it predict the unseen rows better, in one

sentence, without giving code.
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Answer with exactly {"correct": true} or

{"correct": false, "problem": "<one sentence>"}

On feedback the contract asks for a fitted model over the essay texts in place of the feature function.
On parkinsons-disease it asks for the feature function over the visit table that the scaffold builds,
with a row per visit that has a protein sample, and for a model that predicts the 16 scores. The
validation check makes no model call. It keeps a proposal only when the composed script ran to
completion and printed a better validation score than the kept script, and it keeps any proposal that
ran when the kept script did not.
On the two image tasks the line of the brief that describes the folder is replaced. On fathomnet:

The script runs in a folder that holds train.csv (id, categories),

test.csv (id), category_key.csv and the folder images/ with every image

as <id>.png. It must print the line ’Validation MAP@20: <number>’ for

its validation split of train.csv and write submission.csv with a row

per test.csv id: id, categories (up to twenty category ids,

space-separated, most likely first) and osd. PyTorch 2.11, torchvision,

timm, numpy, pandas, Pillow and scikit-learn are installed and a GPU is

available.

and on identify-contrails:

The script runs in a folder that holds train/ and test/, one folder per

record_id with band_11.npy, band_14.npy and band_15.npy (256 x 256 x 8

frames, the labeled frame is index 4) and, under train/ only,

human_pixel_masks.npy (256 x 256 x 1), plus sample_submission.csv. It

must print the line ’Validation Dice Score: <number>’ for its validation

split of train/ and write submission.csv with a run-length-encoded mask

per test record. PyTorch 2.11, torchvision, timm, numpy and pandas are

installed and a GPU is available.

The rule of the editable section says on fathomnet that the section runs after the images and labels
are loaded and split, and that the fixed part after it prints the scores and produces submission.csv
from predict_proba on the test images. On identify-contrails it says that the section runs after
the record folders are listed and split into train_dataset and valid_dataset, and that the fixed
part prints the validation Dice score of model and produces submission.csv from its predictions
on the test records. The contract of the section asks on fathomnet for model, a PyTorch module
trained on the training images and their multi-hot labels, predict_proba, which maps images to
the probabilities of the 290 categories, and the mean average precision at 20 on the training and
validation splits. On identify-contrails it asks for model, a module that maps a padded image batch
to two-class logits of the same height and width, trained on the training records. The starter of each
section is the benchmark’s own model in PyTorch, a small convolutional network for fathomnet and
a single 1 × 1 convolution for identify-contrails, with the training left to fill in. The evaluator’s
and the inspector’s questions are the same words on every task, predict the unseen rows of
test.csv better, and on identify-contrails, whose held-out records are stored under test/, the
models interpret the phrase as referring to those records.
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I Experiments in Detail

I.1 The Standard Error

Every quantity reported with a plus or minus sign is a mean over the seeds of a family together with
the standard error of that mean. A seed is the unit on every family, and the MLAgentBench-Kaggle
family, with three seeds, has the coarsest spread. A seed’s value is the mean over every trajectory
that it holds, so a seed of the cart-pole family contributes the mean over its 10 scenarios, a seed
of the ARC-AGI family contributes the mean over its 6 scenarios and 400 tasks, and a seed of the
MLAgentBench-Kaggle family contributes the mean over its 4 scenarios and 6 tasks. The rounds
of the best budget per scenario carry a standard error on ARC-AGI alone. There a seed’s scenarios
hold different numbers of loops, since the loops whose first attempt gave no grid are left out, so a
seed’s mean round varies with those counts. For k seeds with values v1, . . . , vk and mean v̄,

se =

⌜⃓⃓⎷ 1

k(k − 1)

k∑︂
i=1

(vi − v̄)2 =
s√
k
, s2 =

1

k − 1

k∑︂
i=1

(vi − v̄)2. (I.1)

The seeds of a family are independent, so the mean of k of them has variance σ2/k where σ is
the standard deviation of a single seed, and (I.1) estimates σ/

√
k by putting the sample standard

deviation s in place of σ. The standard error therefore measures how much the reported mean
would change if the family were run again with fresh seeds, and it decreases as 1/

√
k. The standard

deviation s measures something else, namely how far single seeds lie from each other, and it does
not decrease as seeds are added. A difference between two rules is formed seed by seed, since both
rules stop the same trajectories, and its standard error is computed from those k differences in the
same way. A family with few seeds gives a poor estimate of σ, since (I.1) then rests on k−1 degrees
of freedom. That leaves 2 degrees of freedom on the 3 seeds of the MLAgentBench-Kaggle family,
4 degrees of freedom on the 5 seeds of BigCodeBench-Hard, and 19 degrees of freedom on the 20
seeds of the two controller families and of ARC-AGI.
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Figure I.1: From an artifact to the stopping round. Top. The five stages and the result governing each
stage. Bottom. A single cruise-control loop, with the update magnitudes, yk, the sum Λt against its
threshold, and the true quality, with the round on a logarithmic axis.

I.2 The Loops in Detail

Table I.1 defines the true quality of each family, which the scoring holds out from every role, and
Figure I.1 follows a single cruise-control loop from its artifact to the round at which LOOPSTOP
stops it. Table I.2 lists every scenario of the five families with the model in every role, the rounds
per trajectory, and the seeds per scenario, and Appendix I.18 repeats Figure 2 for every scenario.
The cart-pole and ARC-AGI loops ran on a cluster of GH200 nodes with Qwen3.5 served by vLLM,
with thinking off and the model’s own sampling settings. The two models ran on one or two GPUs
of a single node, with every loop of a family running at once.

ARC-AGI. The family runs all 400 tasks of the benchmark’s public evaluation set, with no screen
on their difficulty, so that the loops whose first grid is already perfect stay in the family, where every
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rule scores the same on them. A loop whose first attempt gives no grid ends at round 0 and is left
out. The generator produced no usable grid at round zero on 3,166 of the 48,000 loops, which the
rows record as a failed first attempt, and those loops carry no trajectory, which leaves the 44,834
loops of Table I.7. The count is highest, 678 of 8,000, on the no-evaluator scenario of the smaller
generator.

BigCodeBench-Hard. The family runs every task of the hard split of BigCodeBench whose test
suite runs in the sandbox with the benchmark’s own solution, 112 of its 148 tasks. The hard split
allows improvement without a screen on difficulty, since a quarter of the loops start at a perfect score
and a third start at zero, and the loops that start perfect stay in the family, where every rule scores
the same on them.

MLAgentBench-Kaggle. The family runs the 6 Kaggle tasks of that benchmark, namely two classic
tasks, house-price and spaceship-titanic, two tasks whose data are tables or text, parkinsons-disease
and feedback, and two image tasks. The image tasks are fathomnet, which labels sea-floor animals
in underwater images over 290 categories, and identify-contrails, which segments aviation contrails
in satellite images. The benchmark’s 7 tasks outside its Kaggle group, which train a language, vision
or graph model or ask for faster code, are left out. Each seed holds out a fifth of a task’s training rows
as the hidden rows on which the quality is scored, drawn afresh per seed, by patient on parkinsons-
disease, by image on fathomnet and by record on identify-contrails. The script sees the other four
fifths as its training files. A tabular script scores in seconds on a CPU, and an image script trains
its model on a GPU within a limit of 20 minutes on fathomnet and 30 minutes on identify-contrails,
after which it counts as a script that did not run. Its artifact is the editable section of the benchmark’s
starter script, which must define the feature function, the fitted model and the two printed scores.
The scaffold around it loads the data, prints the scores and produces the submission file from the
feature function applied to the hidden rows. Claude Haiku 4.5 fills every role through its command-
line interface, with a thinking budget of 1,024 tokens and no tools. Under no evaluator and under
the inspector every change is applied, and the harness records whether the composed script ran
to completion, which it sees without the hidden rows. The artifact that it holds at a round, and
therefore the artifact that any rule delivers, is the last script that ran, as a deployed harness keeps its
last working version. The quality curves of this family are the quality of that script. The validation
check and the model evaluator do not keep a script that did not run, so the policy changes nothing
there. Without it, 13 of LOOPSTOP’s 72 stops would deliver a script that did not run. A form of this
family in which the loop regenerated the whole script was run first with the Qwen3.5 generator. Of
its proposals, 6 percent ran to a submission, so its quality measured whole-file generation instead of
the loop, and it is not reported.

Table I.1: The true quality of each family, which is held out from every role of the loop.

family true quality

cruise control the best achievable cost of a drive over the cost the tuned controller achieves, on a held-out
drive that no role sees, so one is the best possible controller

cart-pole the best achievable cost of a balancing episode over the achieved cost, on a held-out episode
that no role sees

ARC-AGI the share of cells of the output grid that match the hidden answer
BigCodeBench-Hard the share of the hidden tests that the repaired file passes, of which the loop sees at most the

visible two fifths
MLAgentBench-Kaggle the score of the script’s predictions on the hidden fifth of the rows, namely the accuracy on

spaceship-titanic, one minus the share that remains of a constant predictor’s error on house-
price (absolute error against the median) and feedback (root mean squared error against the
mean over the six scores), and one minus the SMAPE share on parkinsons-disease, each
floored at zero, and on the hidden images or records the mean average precision at twenty
of the predicted category list on fathomnet and the mean Dice coefficient of the predicted
mask on identify-contrails
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Table I.2: The loops and the model in every role, every Qwen3.5 call made with thinking off. The
true quality is held out from every role. Rounds are per trajectory and seeds are per scenario, and
a row with two generators holds a scenario per generator. A trajectory whose first attempt leaves
nothing to revise, as on ARC-AGI when the model’s first reply holds no grid, ends at round 0 and is
left out of every count and score.

family scenario generator evaluator rounds seeds

cruise control

no evaluator Qwen3.5 4B or 9B none, every proposal applied 100 20
simulation-based evaluator Qwen3.5 4B or 9B a single simulated drive scored by

how fast the car recovers, how much
it overshoots, and how hard it acceler-
ates, which is the full criterion, or by
the first two alone, which is the nar-
row criterion

100 20

model evaluator Qwen3.5 9B Qwen3.5 9B or 4B, shown both set-
tings and their simulated responses

100 20

inspector Qwen3.5 9B, which also
applies the fix

Qwen3.5 9B or 4B, names a gain, a
direction, and a magnitude

100 20

cart-pole

no evaluator Qwen3.5 9B or 4B none, every proposal applied 100 20
simulation-based evaluator Qwen3.5 9B or 4B a simulated tilt response scored by

recovery time, cart travel, and peak
force, which is the full criterion, or
by recovery time and cart travel alone,
which is the narrow criterion

100 20

model evaluator Qwen3.5 9B Qwen3.5 9B or 4B, shown both set-
tings and their simulated responses

100 20

inspector Qwen3.5 9B, which also
applies the fix

Qwen3.5 9B or 4B, names a gain, a
direction, and a magnitude

100 20

ARC-AGI
no evaluator Qwen3.5 9B or 4B none 60 20
model evaluator Qwen3.5 9B Qwen3.5 9B or 4B, shown the exam-

ples and both grids
60 20

inspector Qwen3.5 9B, which also
applies the fix

Qwen3.5 9B or 4B, names a region
and what is wrong there

60 20

BigCodeBench-Hard

no evaluator Qwen3.5 9B or 4B, shown
the visible tests

none, every proposal applied 60 5

visible tests Qwen3.5 9B or 4B, shown
the visible tests

a check that keeps a change only
when more of the visible two fifths of
the tests pass

60 5

model evaluator Qwen3.5 9B Qwen3.5 9B, shown both source files 60 5
inspector Qwen3.5 9B, which also

applies the fix
Qwen3.5 9B, names a problem 60 5

MLAgentBench-Kaggle

no evaluator Claude Haiku 4.5, shown
what the script printed

none, every proposal applied, the last
script that ran held

60 3

validation check Claude Haiku 4.5, shown
what the script printed

a check that keeps a section only
when the validation score the script
prints is better than the kept one’s

60 3

model evaluator Claude Haiku 4.5 Claude Haiku 4.5, shown both sec-
tions and what the script printed with
each

60 3

inspector Claude Haiku 4.5, which
also applies the fix

Claude Haiku 4.5, names a problem,
the last script that ran held

60 3

I.3 The Two Settings and the Sketch

Table I.3 gives the memory and the tolerated delay used in every experiment of the paper. The five
constants of Algorithm 1 follow from the two by (G.1), as Appendix G derives, and nothing else
in the algorithm is chosen. The sketch has dimension m = 256, and a text artifact is split into the
single tokens of the regular expression [A-Za-z_][A-Za-z_0-9]*|\d+|[^\sA-Za-z_0-9], so
that a token is a run of letters, digits and underscores that starts with a letter or an underscore, a run
of digits, or a single other character that is not white space. The update is divided by the square root
of the mean number of parts of the two artifacts, as Theorem E.3 suggests. A numeric coordinate v
enters the sketch as sign(v) log(1 + |v|/s) with s its magnitude at the start, so that a relative change
changes the sketch by the same amount at every magnitude. Appendix I.7 records which of these
choices were made on the data. Algorithm F.1 uses a minimum of 10 rejected rounds and a threshold
of 1/2 on φ, the midpoint of its range.
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Table I.3: The two settings of LOOPSTOP, the value used in every experiment, and what fixes it.

setting value used fixed by

memory τ 5 changes the number of changes that the statistic should average, a few
tolerated delay D 4 rounds the rounds that the deployment tolerates after a loop that has

demonstrated a direction settles, at the smallest value at which
no single round can reach the threshold

I.4 Sensitivity to the Memory and the Delay

Figure I.2 runs Algorithm 1 exactly as specified, with the five constants of (G.1), over memories of
2 to 10 changes and tolerated delays of 3 to 12 rounds. Both settings act in the same direction, since
raising either setting raises the evidence that a loop has to supply, and both therefore spend more
rounds. A long memory delays the stop by about the memory, since the updates taken before settling
stay in the average. On the cruise-control loops at the delay used, the stop changes from 7.0 rounds
at a memory of 2 changes to 41.2 rounds at a memory of 10 changes. Over the whole grid the cruise-
control quality lies between 0.386 and 0.565 and the rounds spent run from 7.0 to 51.6, whereas the
cart-pole quality peaks at the memory used and decreases beyond it. The two families favor opposite
memories, since the cruise-control loops keep improving while their evaluator still accepts and the
cart-pole loops reach their peak and decline within a few changes of settling. The delay was fixed
first, at the smallest value at which no single round can reach the threshold, before the memory was
chosen. The memory used is then the smallest in the figure at which the algorithm delivered more
than the version of the algorithm that preceded it on each of the four families with repeated seeds,
as they stood when the setting was fixed. It lies 0.046 below the best cruise-control cell, which
is the longest memory in the figure, since that family’s model-evaluator scenarios keep increasing
for 30 to 40 rounds and its other scenarios decline by then. An earlier set of BigCodeBench-Hard
trajectories was available when the memory was chosen, and the trajectories reported here replaced
it after the setting was fixed. The two narrow-criterion scenarios of the cruise-control family were
likewise added after the setting was fixed.
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Figure I.2: Algorithm 1 over its memory τ , in changes, and tolerated delay D, in rounds. Quality
delivered above and rounds spent below, mean over the trajectories of each family, a line per mem-
ory, each plot on its own vertical range. The open circle marks the setting used, τ = 5 and D = 4.
A memory of two has no point at D = 3, where Λ∗ ≤ 0.

I.5 The Settings of the Sketch

Sweeping the sketch dimension from 16 to 1,024 leaves the cruise-control loops at 16.2 rounds and a
quality of 0.519 at every dimension, and it changes the BigCodeBench-Hard quality between 0.584
and 0.587 at 28.4 to 28.5 rounds. Splitting a text artifact into single tokens, token pairs, or token
triples, with the update divided by the square root of the part count or left undivided, gives 6 choices.
They deliver a quality between 0.584 and 0.587 at 28.4 to 28.6 rounds on BigCodeBench-Hard, and
the setting used is within 0.003 of the best of them. Giving the numeric coordinates the divisor one
instead of their magnitude at the start takes the cruise-control quality from 0.519 to 0.521 at the same
16.2 rounds. These values are computed once by results sketch settings.py on the loops of
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Table 1 and are not part of the chain that regenerates the tables, since each point recomputes every
sketch of a family.

I.6 The Thresholds, Fixed Once and Cross-Fitted

Every baseline of Table 1 has a single free threshold, chosen from a grid. Table 1 gives each rule
the value fixed once for every family, which is the grid value that maximizes the mean over the five
families of the quality delivered, each family counted once. That is the value that a rule would carry
to a new family. LOOPSTOP’s two settings are fixed by hand, as Appendix I.3 states, and Figure I.2
shows what every other grid point gives. Table I.4 instead chooses each baseline’s threshold for each
scenario on the trajectories of the other scenarios of the same family and scores it on the scenario
held out. The value chosen there is the grid value that minimizes the mean over those trajectories of
1−qt+0.002 t, where t is the round at which the rule stops the loop, qt is the true quality delivered,
and 0.002 is the cost of a round in units of quality. A rule that does not trigger therefore pays 0.2
for its 100 rounds. The charge enters that choice alone, since the thresholds of Table 1 and the two
settings of LOOPSTOP are chosen with no charge on the rounds. Table I.5 lists the fixed settings of
every rule, its grid, the value used in Table 1, and the threshold chosen on each of the 10 folds of the
cruise-control family.

Table I.4: Table 1 with every baseline’s threshold chosen on the other scenarios of its family and
applied to the scenario held out. Rounds used and quality delivered, mean over the loops of each
family, with the standard error over its seeds. LOOPSTOP is as in Table 1.

Cruise control Cart-pole ARC-AGI BigCodeBench-Hard MLAgentBench-Kaggle Mean

Rule Rounds Quality Rounds Quality Rounds Quality Rounds Quality Rounds Quality Rounds Quality

Run to the
budget

100±0 0.393±0.011 100±0 0.204±0.016 60.0±0 0.650±0.001 60.0±0 0.579±0.003 60.0±0 0.489±0.018 76.0±0 0.463±0.005

Idealized upper
bound

18.2±0 0.597±0.015 30.1±0 0.335±0.016 9.0±0.0093 0.654±0.001 45.0±0 0.595±0.004 32.2±0 0.527±0.016 26.9±0.0019 0.542±0.006

PoR 58.0±0.91 0.396±0.009 49.5±0.72 0.193±0.009 39.8±0.088 0.649±0.001 39.7±0.12 0.563±0.003 36.3±0.23 0.465±0.016 44.7±0.24 0.453±0.004

PoU 54.4±0.95 0.375±0.011 43.2±0.78 0.209±0.013 32.8±0.44 0.657±0.001 34.0±0.27 0.588±0.004 27.6±0.34 0.496±0.013 38.4±0.27 0.465±0.004

RLF 21.1±1.4 0.353±0.016 6.2±0.45 0.207±0.012 5.0±0.00043 0.652±0.001 5.1±0.0067 0.546±0.007 6.1±0.12 0.437±0.014 8.7±0.30 0.439±0.005

LOOPSTOP
(ours)

16.2±0.36 0.519±0.016 26.1±1.0 0.278±0.017 22.9±0.052 0.656±0.001 28.5±0.16 0.584±0.004 23.7±0.70 0.501±0.017 23.5±0.26 0.508±0.006

I.7 The Selection Effect

The algorithm was designed on the cruise-control, cart-pole and ARC-AGI families and is scored
on the same trajectories. The baselines’ thresholds of Table 1 are likewise chosen on the trajectories
that they are scored on, over all five families, and Table I.4 chooses them with the scenario held out.
Three choices were made on the data, namely the demonstrated peak as the quantity to use, the form
of the cap in the reference value κk after two alternatives were measured, and the memory, as the
paragraph on the sweep above states. The convention ρ = τ/2 was fixed after the form of the cap
had been chosen. The delay and the constants λ, κ and Λ∗ derived in Appendix G were not chosen
on the data. The BigCodeBench-Hard trajectories reported here arrived after the setting was fixed
and played no part in it.
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Table I.5: Every rule of Tables 1, I.7 and I.12, with its settings, its grid, the threshold used in Table 1,
and the threshold chosen on each fold of Table I.4, which holds out the scenario named. The columns
are the 10 cruise-control scenarios of Table I.2, namely none, the simulation-based evaluator on the
full and on the narrow criterion, the model evaluator, and the inspector, where 4B or 9B names the
generator on the first three and the evaluator on the last two.

threshold chosen with the scenario held out

rule fixed settings grid used
none
4B

none
9B

full
4B

full
9B

narrow
4B

narrow
9B

model
4B

model
9B

inspector
4B

inspector
9B

patience on rejec-
tions [28]

none consecutive
rejected
rounds, 3, 5,
8, 10, 15, 20,
30, or 50

10 8 8 8 8 8 10 8 8 8 8

patience on update
magnitude [28, 38]

an update is small when
its magnitude is at most
0.05 of the largest so far

consecutive
small rounds,
3, 5, 8, 10, 15,
20, or 30

8 8 8 8 8 8 10 5 8 8 8

run-length filter on
yt [1]

the coherence yt =
ct/wt of Section 3.2
formed over every round
with λ = 1/2, a Gamma
emission whose shape is
estimated from the up-
date lengths, a hazard of
1/50 per round, a warm-
up of three rounds, run
lengths kept up to 300,
and a stop once the run
lengths below 15 hold
the posterior mass and
their mean yt is below
one

posterior
mass of 0.5,
0.7, 0.8, 0.9,
or 0.95

0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5 0.5

CUSUM on the ac-
cept decisions [30]

the accept rate ν0 esti-
mated over the first five
rounds, the alternative
rate ν1 = 0.3 ν0, and
Page’s sum of the log-
likelihood ratio of each
decision under ν1 against
ν0

threshold on
the sum, 1, 2,
4, 6, 8, or 12

12 12 12 12 12 12 12 6 12 12 12

LOOPSTOP (ours),
Algorithm 1

τ = 5 changes and D =
4 rounds, so λ = 2/3,
κ = 3, ρ = 5/2 and
Λ∗ = 5

none, fixed as left fixed

LOOPSTOP (ours)
over a family
of views, Algo-
rithm F.1

as LOOPSTOP, with
n0 = 10 and the thresh-
old 1/2 on φ

none, fixed fixed

I.8 Two Rules Under a Sentence Embedding

Semantic early stopping thresholds the distance between consecutive drafts under a neural embed-
ding, and Table 1 runs that rule with the sketch in its place. Table I.6 runs it as published, with every
artifact embedded by the sentence-transformer all-MiniLM-L6-v2, on all five families, with a text as
itself, a grid as its rows of digits and a parameter vector as its entries, and it runs LOOPSTOP on the
same embeddings. The patience rule gains a small amount from the embedding on BigCodeBench-
Hard, where it then passes LOOPSTOP on the sketch by 0.006, and it gains 0.001 on ARC-AGI,
where it then passes LOOPSTOP on the sketch by 0.002. The larger part of both differences comes
from the threshold, which Table I.6 chooses with the scenario held out as in Table I.4. With the
sketch and that threshold the patience rule already delivers 0.588 on BigCodeBench-Hard and 0.657
on ARC-AGI, so the embedding adds 0.002 and 0.001, and at the threshold fixed once for every
family in Table 1 the rule delivers less than LOOPSTOP on both families. LOOPSTOP itself deliv-
ers 0.001 less on the sketch than on the embedding on BigCodeBench-Hard and the same quality
on ARC-AGI. On MLAgentBench-Kaggle the embedding gives patience on update magnitude 0.004
less at 18 more rounds, and it gives LOOPSTOP 0.001 less at about twice the rounds. On the two
controller families the embedding gives patience on update magnitude 0.023 and 0.014 more at a
few more rounds, and it gives LOOPSTOP 0.011 less on cruise control and 0.005 more on cart-pole,
both within one standard error. The sketch therefore gives up a small amount of quality to a learned
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representation while needing no model. On the same CPU thread the embedding costs between 4×
and 500× what our sketch costs (Table 2), the least on MLAgentBench-Kaggle, whose section is
replaced whole each round. The embedding model, all-MiniLM-L6-v2 with 23 million parameters
and 6 layers, is among the smallest in common use. A smaller model would still run a forward pass
over the whole artifact at every round, which is a cost that grows with the artifact, whereas the sketch
takes a single pass over the edit.

Table I.6: Patience on update magnitude and LOOPSTOP, each with the sketch and with a sentence
embedding. Rounds used and quality delivered, mean over the loops of each family, with the pa-
tience rule’s threshold chosen on the other scenarios of its family as in Table I.4, both representations
scored on the same loops.

with the sketch with the embedding

family rule rounds quality rounds quality

cruise control patience on update magnitude 54.4 0.375 58.3 0.398
cruise control LOOPSTOP 16.2 0.519 15.8 0.508
cart-pole patience on update magnitude 43.2 0.209 48.8 0.223
cart-pole LOOPSTOP 26.1 0.278 26.1 0.283
ARC-AGI patience on update magnitude 32.8 0.657 28.5 0.658
ARC-AGI LOOPSTOP 22.9 0.656 23.3 0.656
BigCodeBench-Hard patience on update magnitude 34.0 0.588 29.7 0.590
BigCodeBench-Hard LOOPSTOP 28.5 0.584 29.9 0.585
MLAgentBench-Kaggle patience on update magnitude 27.6 0.496 45.6 0.492
MLAgentBench-Kaggle LOOPSTOP 23.7 0.501 41.2 0.500

I.9 Why LOOPSTOP Takes the Rounds That It Takes

Theorem 3(ii) bounds the mean number of rounds to the stop, counted from the round at which a
loop has settled and its smoothed statistic is back at one, by (Λ∗ + κ)/(κ − 1) = 4 at κ = 3 and
Λ∗ = 5. The bound applies to a loop that has demonstrated a peak of 9/5 or above, and it counts
from the fade and not from the peak. On a loop that changes at every round the smoothed statistic
decreases by the factor λ = 2/3 per change toward one, so it takes about 6 changes to fade from
a peak of 9/5 to within a tenth of one. The warm-up of five changes comes before both the fade
and the bound. On the two no-evaluator scenarios of the cruise-control family, which apply every
proposal, the best rounds are 6 and 15 (Table I.12) and LOOPSTOP stops at rounds 12 and 13. The
scenario whose best round is 6 is stopped 6 rounds after it, within the six rounds of fade and the
four rounds of the bound. The other scenario, whose best round is 15, is stopped two rounds before
it, on a curve that is flat there, and gives up 0.06 of quality to the best budget. The four scenarios
with a simulation-based evaluator accept 9 to 13 percent of proposals. There the five changes of the
warm-up and about four more before the sum could reach the threshold, 9 changes in all, would take
70 to 100 rounds. The unchanged rounds, each scoring κ−min{ȳk, κ} once the direction has faded,
stop those loops at 12 to 18 rounds instead, which gives 16.2 rounds over the whole family.

47



20 40 60 80 100
round

0.0

0.2

0.4

0.6

0.8
tru

e 
qu

ali
ty,

 m
ea

n 
ov

er
 2

0 
se

ed
s marker: best round

(a) true quality by round

20 40 60 80 100
round

0.0

0.2

0.4

0.6

0.8

1.0

sh
ar

e 
of

 ro
un

ds
 a

pp
lie

d

with no evaluator every change is applied,
at the best round and a hundred rounds later

(b) the applied indicator, over ten rounds

no evaluator
simulation-based evaluator, full criterion

simulation-based evaluator, narrow criterion
model evaluator

inspector
4B

9B

Figure I.3: Loops settle early, and on the no-evaluator scenarios the accept indicator does not say
so. (a) True quality by round, mean over 20 seeds, best round marked. (b) Share of rounds applied,
averaged over 10 rounds.

I.10 The Quality Remaining past the Best Round

Past its best round every cruise-control scenario holds, declines, or collapses, as Figure I.3 draws.
The two scenarios with a simulation-based evaluator on the full criterion hold their level, going from
0.787 after 26 rounds to 0.774 after 100 rounds for the smaller generator and from 0.819 to 0.786
for the larger. Both scenarios on the narrow criterion decline further, from 0.657 after 11 rounds to
0.553 and from 0.677 after 10 rounds to 0.516. The two model-evaluator scenarios increase longest
and then decline, from 0.736 after 31 rounds to 0.603 and from 0.821 after 41 rounds to 0.658.
Collapse to 0.000 is the outcome of the two inspector scenarios, from 0.060 after 2 rounds and from
0.409 after 14 rounds, and of the two no-evaluator scenarios, from 0.513 after 15 rounds to 0.019
and from 0.493 after 6 rounds to 0.017. The scenarios with a simulation-based evaluator admit 0.36
to 0.55 of proposals over the first 20 rounds and 0.010 to 0.033 over the last 50.
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Figure I.4: LOOPSTOP on three loops and every rule. (a) True quality by round, the chosen round
marked, Λt below. (b) Quality every rule delivers on the cruise-control loops with and without an
evaluator, rounds beside each bar.

I.11 The Rules Split by Mechanism

Figure I.4 draws the sum Λt against the round on three loops and the quality that every rule of
Tables 1 and I.7 delivers split by mechanism.
Table I.7: LOOPSTOP with the unchanged rounds left out of the algorithm, so that they are not
scored after the warm-up, do not fade the smoothed statistic and add nothing before the warm-up,
on the five families, scored by the protocol of Table 1. Mean and standard error over the seeds of a
family.

cruise control, 200 loops cart-pole, 200 loops ARC-AGI, 44834 loops BigCodeBench-Hard, 3360 loops MLAgentBench-Kaggle, 72 loops

rule rounds quality rounds quality rounds quality rounds quality rounds quality

LOOPSTOP (ours) 16.2±0.36 0.519±0.016 26.1±1.0 0.278±0.017 22.9±0.052 0.656±0.001 28.5±0.16 0.584±0.004 23.7±0.70 0.501±0.017

rounds that changed
nothing left
unscored

46.3±1.8 0.556±0.012 53.9±1.0 0.209±0.016 35.0±0.051 0.654±0.000 40.3±0.12 0.582±0.004 34.8±0.72 0.502±0.010

I.12 LOOPSTOP with the Unchanged Rounds Left Unscored

Table I.7 runs Algorithm 1 on the five families with the unchanged rounds left out of the algorithm.
Such a round is then not scored after the warm-up, it does not fade the smoothed statistic toward one,
and it adds nothing before the warm-up, so that only the changing rounds count. Leaving them out
changes the result in both directions. The ablation spends 46.3 rounds on cruise control against 16.2
rounds for LOOPSTOP, and 53.9 rounds on cart-pole against 26.1 rounds. The extra rounds gain
0.037± 0.011 of quality on cruise control, whose model-evaluator scenarios keep increasing for 30
to 40 rounds, and give up 0.069 ± 0.020 on cart-pole, where a loop whose evaluator has stopped
accepting cannot reach the threshold.

I.13 The Rules Compared

Run to the budget, which is the first of the two references, spends every round that the harness
allows, which is how deployed agent frameworks behave, since OpenHands, AutoGen and SWE-
agent each stop at a limit on iterations, replies or cost set by the framework [41, 43, 46]. Patience
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on rejections stops after a tuned number of consecutive rejected rounds, and patience on update
magnitude stops after a tuned number of consecutive rounds whose update magnitude is at most
a fixed fraction of the largest update magnitude up to that round. Both rules are modeled on the
stuck detector that OpenHands runs by default, which stops on repeated actions and errors [28]. The
second is also semantic early stopping [38] with the sketch in place of a model embedding, since that
rule thresholds the distance between consecutive drafts. Run-length filter is the rule of Adams and
MacKay [1] on the same coherence, which keeps a posterior over the length of the current segment
instead of a two-state latent variable. Rounds that changed nothing left unscored of Table I.7 is
Algorithm 1 with the unchanged rounds left out of the algorithm, as the paragraph above states, so
that only the rounds that changed the artifact carry evidence, at the same threshold.

Table I.8: Three views of the same cruise-control loop. removes is the share of rounds on which
some part’s quantity is lower than at the round before. The last column is the share of loops in
which the first check of Algorithm F.1 drops the view at its fifth change, because the view has
removed nothing by then. The artifact is the only view that the loop delivers.

view what it holds how it changes removes dropped at change 5

artifact the gains the loop holds a rejected round leaves it alone 0.204 50%
proposal the gains just offered replaced every round, accepted or not 0.478 31%
transcript every reply so far appended to, not revised 0.000 100%

I.14 A Family of Views

The family form protects against a view that does not settle, and its cost is a check that cannot
distinguish an artifact whose parts have only grown up to a round from a view that only ever grows.
A family of a single view is the special case that the rows of Table 1 use, and Table I.8 shows
three views of the same cruise-control loop. Algorithm F.1 was offered four candidate views of
every cruise-control loop, namely the artifact, the artifact with the divisor one, the proposal and the
transcript, with the two admission checks switched off. It stops at 27.4 ± 0.6 rounds and delivers
a quality of 0.501 ± 0.014, against 16.2 ± 0.4 rounds at a quality of 0.519 ± 0.016 for the artifact
alone, as mean and standard error over the 20 seeds. A view that still shows a direction delays the
algorithm, since a changing round contributes the smallest score over the views that changed, and
the transcript, which only grows, is that view. With the two checks run online, the transcript is
dropped at its fifth change in every loop, and the proposal, which changes whether or not the loop
accepts, is dropped in 86 percent of the loops once 10 rounds have been rejected. The family then
stops at 15.1 ± 0.4 rounds for a quality of 0.477 ± 0.016, with 2.7 of the four views admitted at
the stop on average. That is earlier than the artifact alone and lower by 0.042. The reason is that
the first check also drops the artifact in half of the loops at its fifth change, when its two parameters
have only increased up to that change, until the first round on which either parameter decreases. In
those rounds the family is the proposal view, which alone stops at 12.7± 0.2 rounds for a quality of
0.462± 0.016. A family of the artifact and the transcript under the same checks stops at 18.8± 0.5
rounds for a quality of 0.530 ± 0.013. The single view chosen by hand remains the setting that the
paper reports.

I.15 The Cruise-Control Family by Evaluator

Table I.9 splits the cruise-control column of Table 1 into the 8 scenarios with an evaluator and the
two scenarios without an evaluator. With an evaluator LOOPSTOP stops at 17.2 rounds and delivers
a quality of 0.540, below the best budget per scenario at 0.621. Patience on rejections stops after
55 rounds there and delivers 0.509, and patience on update magnitude stops after 46 rounds and
delivers 0.498. On the two no-evaluator scenarios the patience rules rarely trigger and spend the
budget. LOOPSTOP stops those loops at 12.2 rounds, two rounds past the best budget per scenario
at 10.5 rounds, and delivers 0.434 against 0.503.
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Table I.9: The cruise-control family, all scenarios and split by evaluator. Rounds are the mean over
the 20 seeds, and quality is their mean and standard error, each seed averaged over the column’s
scenarios. The blocks hold the rules, the ablation of Table I.7, and the two fixed budgets.

all ten scenarios eight with an evaluator two without

rule rounds quality rounds quality rounds quality

PoR [28] 64.1 0.411± 0.010 55.2 0.509± 0.011 100.0 0.018± 0.012
PoU [28, 38] 56.5 0.402± 0.010 46.4 0.498± 0.012 97.2 0.018± 0.012
RLF [1] 21.1 0.353± 0.016 21.7 0.355± 0.013 18.9 0.344± 0.053
LOOPSTOP (ours) 16.2 0.519± 0.016 17.2 0.540± 0.014 12.2 0.434± 0.045

rounds that changed nothing left
unscored

46.3 0.556± 0.012 54.8 0.587± 0.010 12.2 0.434± 0.045

run to the budget [41, 43, 46] 100.0 0.393± 0.011 100.0 0.486± 0.013 100.0 0.018± 0.012
best budget per scenario 18.2 0.597± 0.015 20.1 0.621± 0.015 10.5 0.503± 0.034

I.16 Paired Differences by Seed

Table I.10 gives the difference in delivered quality between LOOPSTOP and every other rule, formed
within a seed and then averaged, so the seed-to-seed variation that both rules share cancels. A
positive value means that LOOPSTOP delivers more. Against leaving the unchanged rounds un-
scored, LOOPSTOP is 0.069± 0.020 above on cart-pole and 0.037± 0.011 below on cruise control,
whose model-evaluator scenarios keep increasing. It is within a standard error of zero on ARC-AGI,
BigCodeBench-Hard and MLAgentBench-Kaggle, where the unchanged rounds are few.
Table I.10: Delivered quality of LOOPSTOP minus that of each rule, paired by seed, mean and
standard error over seeds. A positive value favors LOOPSTOP. The blocks hold the rules of Table 1,
the ablation of Table I.7, and the two fixed budgets.

rule cruise control cart-pole ARC-AGI BigCodeBench-Hard MLAgentBench-Kaggle

PoR [28] +0.108± 0.021 +0.068± 0.019 +0.006± 0.001 +0.019± 0.002 +0.023± 0.010
PoU [28, 38] +0.117± 0.017 +0.055± 0.019 +0.003± 0.001 +0.006± 0.004 +0.012± 0.011
RLF [1] +0.166± 0.016 +0.071± 0.021 +0.004± 0.001 +0.037± 0.007 +0.065± 0.031

rounds that changed nothing
left unscored

−0.037± 0.011 +0.069± 0.020 +0.002± 0.001 +0.002± 0.003 −0.001± 0.007

run to the budget [41, 43, 46] +0.126± 0.022 +0.074± 0.023 +0.006± 0.001 +0.005± 0.003 +0.013± 0.012
best budget per scenario −0.078± 0.012 −0.057± 0.017 +0.002± 0.001 −0.011± 0.003 −0.026± 0.016

I.17 The Best Budget per Scenario, Cross-Fitted

The last row of Table I.10 compares LOOPSTOP with budgets taken from the same trajectories on
which it is scored, a single budget per scenario. Each budget is the maximum of a curve whose
standard error over seeds at that round runs from 0.001 on ARC-AGI to 0.073 on cart-pole, so part
of that reference is noise selected by the maximum. Table I.11 chooses every scenario’s budget on
the other seeds and scores it on the seed held out. The reference decreases by 0.068 on cruise control,
by 0.078 on cart-pole, by 0.002 on ARC-AGI, by 0.013 on BigCodeBench-Hard and by 0.022 on
MLAgentBench-Kaggle. Against the cross-fitted reference LOOPSTOP delivers more on cart-pole
and ARC-AGI and is within a standard error of it on cruise control, where it is 0.011± 0.014 below,
on BigCodeBench-Hard, where it is 0.001± 0.003 above, and on MLAgentBench-Kaggle, where it
is 0.004 ± 0.010 below. Per scenario, the ARC-AGI quality curves are flat after round three, so a
budget chosen for a single scenario is largely the round at which the noise peaked.
Table I.11: The best budget per scenario, taken from the same trajectories and cross-fitted over seeds.
Mean and standard error over seeds, and the paired difference of LOOPSTOP against the cross-fitted
reference.

family in-sample cross-fitted LOOPSTOP minus cross-fitted

cruise control 0.597± 0.015 0.530± 0.015 −0.011± 0.014
cart-pole 0.335± 0.016 0.257± 0.016 +0.021± 0.014
ARC-AGI 0.654± 0.001 0.653± 0.001 +0.003± 0.001
BigCodeBench-Hard 0.595± 0.004 0.582± 0.003 +0.001± 0.003
MLAgentBench-Kaggle 0.527± 0.016 0.505± 0.011 −0.004± 0.010
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I.18 Every Scenario on Its Own

Table I.12 gives Table 1 for every scenario on its own, with rounds used and quality delivered by
every rule, each baseline at its threshold fixed once for every family, and with the standard error over
the seeds of the scenario. It adds CUSUM, which is Page’s cumulative sum on the accept decisions
with the settings of Table I.5. The scenarios differ in where a rule stops. Without an evaluator every
proposal is applied and the artifact keeps changing, so a rule that waits for the changes to stop spends
the budget, whereas under an evaluator the accepted changes thin out and the same rule stops early.

Table I.12: Every rule of Table 1 on every scenario, and CUSUM, Page’s cumulative sum on the
accept decisions, whose settings Table I.5 gives. Rounds used and quality delivered, mean over the
loops of the scenario, with the standard error over its seeds. Each baseline runs at its threshold fixed
once for every family.

scenario run to the budget PoR CUSUM PoU RLF LOOPSTOP best budget

cruise control
no evaluator, 4B 100, 0.019±0.019 100, 0.019±0.019 100, 0.019±0.019 99, 0.019±0.019 24, 0.343±0.063 13, 0.448±0.063 15, 0.513±0.058

no evaluator, 9B 100, 0.017±0.017 100, 0.017±0.017 100, 0.017±0.017 95, 0.017±0.017 14, 0.345±0.074 12, 0.420±0.071 6, 0.493±0.058

simulation-based evaluator, full criterion, 4B 100, 0.774±0.027 22, 0.777±0.031 15, 0.720±0.034 19, 0.763±0.031 11, 0.683±0.041 12, 0.743±0.032 26, 0.787±0.029

simulation-based evaluator, full criterion, 9B 100, 0.786±0.024 23, 0.814±0.025 14, 0.768±0.041 19, 0.809±0.025 9, 0.705±0.046 18, 0.774±0.038 26, 0.819±0.024

simulation-based evaluator, narrow criterion, 4B 100, 0.553±0.030 29, 0.560±0.027 16, 0.592±0.039 25, 0.545±0.028 13, 0.566±0.037 17, 0.624±0.037 11, 0.657±0.043

simulation-based evaluator, narrow criterion, 9B 100, 0.516±0.055 26, 0.522±0.063 19, 0.605±0.057 23, 0.562±0.058 16, 0.555±0.062 15, 0.617±0.068 10, 0.677±0.064

model evaluator, 4B 100, 0.603±0.063 66, 0.683±0.046 80, 0.666±0.049 48, 0.646±0.056 9, 0.129±0.022 23, 0.585±0.046 31, 0.736±0.037

model evaluator, 9B 100, 0.658±0.048 76, 0.719±0.036 86, 0.711±0.034 46, 0.660±0.058 6, 0.167±0.056 23, 0.609±0.049 41, 0.821±0.042

inspector, 4B 100, 0.000±0.000 100, 0.000±0.000 100, 0.000±0.000 92, 0.000±0.000 20, 0.030±0.007 14, 0.020±0.007 2, 0.060±0.006

inspector, 9B 100, 0.000±0.000 100, 0.000±0.000 100, 0.000±0.000 100, 0.000±0.000 88, 0.005±0.005 15, 0.350±0.056 14, 0.409±0.064

cart-pole
model evaluator, 4B 100, 0.374±0.065 34, 0.312±0.047 93, 0.386±0.065 27, 0.371±0.055 5, 0.205±0.031 33, 0.417±0.056 23, 0.438±0.062

model evaluator, 9B 100, 0.375±0.057 34, 0.348±0.061 95, 0.353±0.059 32, 0.374±0.063 5, 0.182±0.026 32, 0.483±0.052 23, 0.489±0.056

inspector, 4B 100, 0.000±0.000 100, 0.000±0.000 100, 0.000±0.000 82, 0.000±0.000 6, 0.074±0.038 17, 0.040±0.040 2, 0.120±0.043

inspector, 9B 100, 0.051±0.040 96, 0.051±0.040 99, 0.051±0.040 100, 0.051±0.040 6, 0.257±0.061 17, 0.096±0.042 10, 0.299±0.073

no evaluator, 4B 100, 0.022±0.022 100, 0.022±0.022 100, 0.022±0.022 100, 0.022±0.022 11, 0.036±0.025 15, 0.002±0.002 3, 0.073±0.034

no evaluator, 9B 100, 0.075±0.041 99, 0.075±0.041 99, 0.075±0.041 98, 0.075±0.041 6, 0.010±0.010 15, 0.020±0.014 88, 0.078±0.045

simulation-based evaluator, full criterion, 4B 100, 0.309±0.037 26, 0.236±0.041 81, 0.271±0.043 23, 0.241±0.032 5, 0.278±0.042 42, 0.338±0.052 74, 0.384±0.045

simulation-based evaluator, full criterion, 9B 100, 0.232±0.041 28, 0.376±0.051 64, 0.364±0.053 21, 0.364±0.055 5, 0.369±0.053 36, 0.476±0.058 17, 0.475±0.060

simulation-based evaluator, narrow criterion, 4B 100, 0.423±0.049 27, 0.390±0.051 83, 0.376±0.040 22, 0.397±0.048 5, 0.286±0.035 32, 0.410±0.061 43, 0.475±0.062

simulation-based evaluator, narrow criterion, 9B 100, 0.178±0.022 38, 0.294±0.048 77, 0.199±0.022 30, 0.336±0.048 6, 0.373±0.048 22, 0.499±0.050 18, 0.519±0.055

ARC-AGI
model evaluator, 4B 60, 0.660±0.002 29, 0.655±0.002 57, 0.659±0.002 37, 0.660±0.002 5, 0.656±0.002 42, 0.660±0.002 27, 0.660±0.002

model evaluator, 9B 60, 0.660±0.002 44, 0.659±0.001 55, 0.660±0.002 29, 0.665±0.002 5, 0.661±0.002 34, 0.661±0.002 19, 0.663±0.001

inspector, 4B 60, 0.646±0.002 60, 0.645±0.002 57, 0.644±0.002 59, 0.646±0.002 5, 0.647±0.001 14, 0.656±0.002 2, 0.651±0.002

inspector, 9B 60, 0.651±0.001 60, 0.651±0.001 57, 0.650±0.001 59, 0.652±0.002 5, 0.651±0.002 14, 0.658±0.001 2, 0.654±0.002

no evaluator, 4B 60, 0.637±0.001 60, 0.637±0.001 53, 0.635±0.001 50, 0.643±0.001 5, 0.642±0.001 18, 0.641±0.002 2, 0.643±0.002

no evaluator, 9B 60, 0.650±0.001 60, 0.650±0.001 57, 0.650±0.001 55, 0.655±0.001 5, 0.653±0.001 15, 0.660±0.001 2, 0.655±0.001

BigCodeBench-Hard
no evaluator, 4B 60, 0.529±0.014 55, 0.529±0.014 56, 0.530±0.014 53, 0.543±0.013 5, 0.506±0.010 16, 0.538±0.007 56, 0.547±0.012

no evaluator, 9B 60, 0.602±0.009 56, 0.602±0.009 55, 0.602±0.008 53, 0.602±0.007 5, 0.598±0.010 15, 0.615±0.007 18, 0.620±0.016

visible tests, 4B 60, 0.625±0.008 12, 0.579±0.006 51, 0.622±0.008 37, 0.620±0.007 5, 0.548±0.004 45, 0.608±0.005 57, 0.625±0.008

visible tests, 9B 60, 0.675±0.004 12, 0.636±0.010 52, 0.675±0.003 39, 0.671±0.005 5, 0.609±0.011 45, 0.666±0.004 57, 0.675±0.004

model evaluator, 9B 60, 0.602±0.008 28, 0.606±0.010 51, 0.595±0.010 24, 0.588±0.004 5, 0.544±0.014 35, 0.595±0.010 49, 0.612±0.010

inspector, 9B 60, 0.439±0.007 60, 0.439±0.007 60, 0.438±0.006 59, 0.441±0.008 5, 0.475±0.015 15, 0.481±0.012 33, 0.492±0.009

MLAgentBench-Kaggle
no evaluator, Haiku 60, 0.484±0.017 60, 0.484±0.017 60, 0.484±0.017 60, 0.484±0.017 7, 0.438±0.036 13, 0.468±0.031 9, 0.528±0.015

validation check, Haiku 60, 0.550±0.010 18, 0.537±0.014 44, 0.548±0.009 19, 0.542±0.009 5, 0.488±0.014 41, 0.548±0.010 38, 0.551±0.009

model evaluator, Haiku 60, 0.503±0.033 25, 0.475±0.025 30, 0.488±0.030 19, 0.468±0.032 6, 0.417±0.030 26, 0.501±0.040 45, 0.507±0.035

inspector, Haiku 60, 0.418±0.044 60, 0.418±0.044 60, 0.418±0.044 53, 0.465±0.021 6, 0.404±0.028 15, 0.488±0.011 37, 0.522±0.021

The scenarios of a family differ enough that their average hides where each rule stops. Figures I.5,
I.6, I.7, I.8 and I.9 therefore repeat Figure 2 scenario by scenario, with LOOPSTOP’s stop marked
on each and its evidence against the threshold, which shows where the stop comes from.
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Figure I.5: Every cruise-control scenario by round, drawn as in Figure 2, with the true quality on the
left axis and LOOPSTOP’s evidence Λt on the right, each a mean over the loops with a band of one
standard error, the threshold Λ∗, and LOOPSTOP’s mean stopping round and delivered quality. The
short vertical segment joins the marker to the quality curve.
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Figure I.6: Every cart-pole scenario by round, drawn as in Figure 2, with the true quality on the
left axis and LOOPSTOP’s evidence Λt on the right, each a mean over the loops with a band of one
standard error, the threshold Λ∗, and LOOPSTOP’s mean stopping round and delivered quality.
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Figure I.7: Every ARC-AGI scenario by round, drawn as in Figure 2, with the true quality on the
left axis and LOOPSTOP’s evidence Λt on the right, each a mean over the loops with a band of one
standard error, the threshold Λ∗, and LOOPSTOP’s mean stopping round and delivered quality.

53



0.40

0.45

0.50

0.55

tru
e 

qu
al

ity

no evaluator, 4B

0.50

0.55

0.60

no evaluator, 9B

0.40

0.45

0.50

0.55

0.60

visible tests, 4B

10 20 30 40 50 60
rounds

0.50

0.55

0.60

0.65

tru
e 

qu
al

ity

visible tests, 9B

10 20 30 40 50 60
rounds

0.50

0.55

0.60

model evaluator, 9B

10 20 30 40 50 60
rounds

0.44

0.46

0.48

inspector, 9B
0

5

ev
id

en
ce

 Λ
t

0

5

50

ev
id

en
ce

 Λ
t

BigCodeBench-Hard

true quality (left axis) LoopStop's evidence Λt (right axis) the stopping threshold Λ * LoopStop's mean stopping round and delivered quality

Figure I.8: Every scenario of BigCodeBench-Hard by round, drawn as in Figure 2, with the true
quality on the left axis and LOOPSTOP’s evidence Λt on the right, each a mean over the loops with a
band of one standard error, the threshold Λ∗, and LOOPSTOP’s mean stopping round and delivered
quality.
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Figure I.9: Every MLAgentBench-Kaggle scenario by round, drawn as in Figure 2, with the true
quality on the left axis and LOOPSTOP’s evidence Λt on the right, each a mean over the loops with a
band of one standard error, the threshold Λ∗, and LOOPSTOP’s mean stopping round and delivered
quality.

I.19 The Sources of the Evidence

The evidence of Algorithm 1 has two sources. A round that changed nothing scores κ−min{ȳk, κ},
which is zero while the recent changes still share a direction and κ−1 once that direction has faded.
A round that changed the artifact scores κk − yk, which is negative while the recent changes still
share a direction and positive once that direction has faded. Figures I.10, I.11, I.12, I.13 and I.14
accumulate the two scores separately for every scenario, continued past the stop as if the loop had
continued. They draw the evidence Λt beside the two, which is their sum floored at zero, on axes
that are linear up to the threshold and logarithmic beyond it, together with the share of loops whose
proposal was rejected at each round. Under an evaluator that rejects most proposals, the unchanged
rounds supply most of the evidence, and the loop is stopped a few rounds after its changes stop
sharing a direction. The changing rounds supply all of the evidence when there is no evaluator and
every proposal is applied, and the sum then grows only once the changes stop sharing a direction. On
the visible-tests scenarios of BigCodeBench-Hard the changes contribute nothing, since the warm-
up of τ changes does not complete. The unchanged rounds contribute at the pace of each loop’s own
gaps, so the loops whose first change came within the first few rounds are stopped near round 40.
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Figure I.10: The sources of the evidence on every cruise-control scenario, namely the score accumu-
lated by unchanged rounds, the score accumulated by changing rounds, and the evidence Λt against
the threshold Λ∗, each a mean over the loops with a band of one standard error, with the share of
loops rejected at each round on the right axis.
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Figure I.11: The sources of the evidence on every cart-pole scenario, namely the score accumulated
by unchanged rounds, the score accumulated by changing rounds, and the evidence Λt against the
threshold Λ∗, each a mean over the loops with a band of one standard error, with the share of loops
rejected at each round on the right axis.
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Figure I.12: The sources of the evidence on every ARC-AGI scenario, namely the score accumulated
by unchanged rounds, the score accumulated by changing rounds, and the evidence Λt against the
threshold Λ∗, each a mean over the loops with a band of one standard error, with the share of loops
rejected at each round on the right axis.
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Figure I.13: The sources of the evidence on every scenario of BigCodeBench-Hard, namely the score
accumulated by unchanged rounds, the score accumulated by changing rounds, and the evidence Λt

against the threshold Λ∗, each a mean over the loops with a band of one standard error, with the
share of loops rejected at each round on the right axis.
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Figure I.14: The sources of the evidence on every MLAgentBench-Kaggle scenario, namely the
score accumulated by unchanged rounds, the score accumulated by changing rounds, and the evi-
dence Λt against the threshold Λ∗, each a mean over the loops with a band of one standard error,
with the share of loops rejected at each round on the right axis.
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